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This lecture primarily focuses on the power of randomization in prediction. We are
faced with a binary prediction problem, and assume for the purposes of this lecture that
there is no a priori distribution on the set of possible outcomes. However, we do have access
to n experts who make predictions, and the problem we face is to decide which expert we
must follow. Such decision making is typical in the field of online computation, where we
deal with algorithms responding to a sequence of requests arriving one by one.

1 The Online Setting

We provide a rough sketch of how an algorithm in the online setting works.

• We have n experts, each of whom make a Boolean prediction in {0, 1}.

• The algorithm makes a choice based on the experts’ prediction.

• The ‘truth’ is revealed, and we know whether the prediction made was right or wrong.

– If the prediction is right, there is no ‘reward’.
– If the prediction is wrong, it incurs a penalty or loss.

• The data structure is updated and the algorithm is run again with the new changes.

Typically, the loss itself is also a binomial, but it could be a real in [0, 1] as well. We can
interpret this loss as a penalty on the individual erring expert but it is independent of this
broad setting and we leave it for later.

How do we state guarantees? Clearly, if all the experts perform poorly, the algorithm
has no hope. But if there is indeed a good expert, the algorithm should be able to identify
them, or at worst incur a small loss on them. Let us call T the time horizon (the total
number of rounds). For each run, the loss function lt : [n] → {0, 1}, where lt(i) is the loss
of the i-th expert. We define the total loss attributed to the i-th expert as

∑T
t=1 lt(i). The

total loss of the ‘best’ expert is L = mini∈[n]
∑T

t=1 lt(i). Then can our algorithm produce a
loss comparable to L?

1.1 A Deterministic Algorithm: Weighted Majority

A simple solution to this is what is called the Weighted Majority Algorithm. Roughly, it
maintains a weighting of the experts. Initially all have equal weight, but as some experts
make better predictions than others, the algorithm increases their weight proportionately.
The algorithmâĂŹs prediction depends on “the weighted majority” of the opinions of the
experts. The data structure here is an array of weights for the experts: wt : [n]→ (0, 1].



Algorithm 1 *
Weighted Majority

At time t :
Get predictions of all the experts, Predt(i) ∈ {0, 1}∀i
Compute total weight of experts predicting 0 and 1 respectively
Algorithm predicts the label with the larger weight
Nature reveals the truth

For each expert i who gets it wrong, wt+1(i) = 0.5 ∗ wt(i)

We now state our first guarantee about this algorithm.

Theorem 1.1. The loss of the weighted majority algorithm is at most 2.5L+O(logn).

Proof. We prove this using a potential argument. We define a potential

Z(t) =
∑
i∈[n]

wt(i). (1)

There are two parts to proving this:

• Argue that every time the algorithm errors, potential drops significantly.

• If L is small, the potential cannot be too small, so algorithm cannot err too much.

Consider the best expert, i∗ and their loss L. Clearly, their final weight is
wT (i∗) = 2−L ⇒ Z(t) ≥ 2−L. Suppose the algorithm made a mistake at time t. Te experts
then got it wrong must have weights at least half of the total, and their weights are halved.
So we can then say:

Z(t+ 1) =
∑

i:wrong
wt+1(i) +

∑
i:right

wt+1(i)

=
∑

i:wrong
wt(i)/2 +

∑
i:right

wt+1(i)

=
∑
i∈[n]

wt(i)−
∑

i:wrong
wt(i)/2

≤ Z(t)− Z(t)/4
≤ 3Z(t)/4.

(2)

Clearly the weights are non-increasing in time (since there is no reward), and thus Z(t+1) ≤
Z(t) for all time steps. Let k denote the loss of the algorithm. Then

2−L ≤ Z(T ) ≤ Z(1)(3/4)k = n(3/4)k

⇒ L(lg 1/2) ≤ lgn+ k lg(3/4)
k ≤ L/ lg(4/3) + lgn/ lg(4/3)
l ≤ 2.5L+O(lgn).

(3)
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The choice of decreasing the weight here was 1/2 but it was arbitrary, we could instead
choose any η and penalise the weights by (1 − η), we can get k ≤ (2 + 2η)L + O(lgn/η),
allowing us to get as close to 2 + O(lgn) as we want. However, the bound of 2L can’t be
beaten. To get an intuitive idea of why this is true, imagine the case where we have just two
experts, one of whom predicts always 0 and the other 1. The algorithm being deterministic,
an ‘adversarial nature’ can always choose to predict the opposite of what the algorithm
says. The algorithm’s loss at the time horizon is going to be exactly T , and because the
experts predict 0 and 1 always, the loss of the best expert is still going to be at most T/2.
This is where the factor of 2 comes in.

2 Randomized Weighted Majority

The power of randomization comes in here to beat the factor of 2, which came in because
of the deterministic nature of the algorithm which could be broken by the adversary. We
still maintain the same data structure, the array wt(i), but we have a learning rate η. The
algorithm is as follows:

Algorithm 2 *
Weighted Majority

At time t :
Select expert iwt(i)
Follow the prediction of chosen expert i
Algorithm predicts the label with the larger weight
Nature reveals the truth

For each expert i who gets it wrong, wt+1(i) = wt(i)(1− η)lt(i)

As opposed to the deterministic version of the algorithm, here we do not even take the
predictions of all the experts into consideration but only care about the chosen expert; the
sanity of the algorithm is due to the fact that these experts are picked with probability
equal to the weights, which are penalised upon making mistakes.
At each time step, after the algorithm makes a prediction, nature reveals losses for each
expert, and the updates follow as mentioned in the algorithm. This is an approximation for
the more general update of wt+1(i) = wt(i) exp(−ηlt(i)); this is also called a multiplicative
weight update and is common in machine learning. We use this form for the analysis.

Theorem 2.1. The expected value of the loss of the algorithm is upper bounded by (1 +
η)L+O(lgn/η).

Proof. Akin to the analysis of the deterministic algorithm, here too we have the same two
part strategy. We have the same potential function, and this time the lower bound on
the potential function by the same multiplicative procedure as last time, turns out to be
Z(T ) ≥ exp(−ηL). However, leaves us with the other part of the proof. Let us define losst

to be the loss of the algorithm at time t.

E[losst] =
∑

P[the i-th expert is selected]lt(i)

=
∑

lt(i)wt(i)/Z(t)

= 1/Z(t)
∑

lt(i)wt(i).

(4)

3



Like last time, we know that the potential is non-increasing. If we are to now look at the
reduction in potential at any time step, we have that

Z(t)− Z(t+ 1) =
∑
i∈[n]

wt(i)−
∑
i∈[n]

wt(i)(1− η)lt(i)

≤
∑
i∈[n]

wt(i)−
∑
i∈[n]

wt(i)(1− ηlt(i) + l2t (i)η2/2)

≤
∑
i∈[n]

wt(i)−
∑
i∈[n]

wt(i)(1− ηlt(i) + lt(i)η2/2)

= Z(t)(ηE[losst]− η2E[loss]/2)
⇒ Z(t+ 1) ≤ Z(t)(1− (η − η2/2)E[loss])

≤ Z(t) exp(−(η − η2/2)E[loss])
⇒ exp(−ηL) ≤ Z(T ) ≤ Z(1) exp(−(η − η2/2)E[loss])

⇒ −ηL ≤ lnn− (η − η2/2)E[loss]
⇒ E[loss] ≤ (ηL+ lnn)/(η − η2/2)

≤ (1 + η)L+O(lnn/η).

(5)

The difference between the loss of the algorithm and the loss of the best expert is called
the regret. If η = lnn/

√
T , given that T ≥ L, we can get a satisfactory bound on the regret.

We can show that

E[loss] ≤ L+ L/
√

lnn/T +
√
T lnn

≤ L+O(
√
T lnn).

(6)

The regret here is then O(
√
T lnn) and thus sublinear.

In the bounded setting, we only see the losses of the experts we picked. If the losses came
from a distribution, one could get improved regret bounds; under the assumption that there
is at least one expert who did significantly better than the rest. Randomisation helps us
improve over the deterministic procedure because we assume that the randomisation used
is independent of the loss. This is also called private randomness. If the adversary however
could make a choice depending on the output in the random case as well, the same 2-factor
that we derived in the previous case would hold here as well. An adversary of this nature
is called an oblivious adversary.

There are other approaches that build on the rough ideas of this algorithm. Keeping
track of which expert does best at any time leads to a slightly different algorithm: this is
referred to as the ”follow the leader” approach, we discuss this in the next class. The broad
ideas of this are also similar to the updates seen in machine learning algorithms such as
Adaboost and the perceptron algorithm.

4


	The Online Setting
	A Deterministic Algorithm: Weighted Majority

	Randomized Weighted Majority

