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ABSTRACT 
Multicore SOCs rely on runtime thermal measurements using on-chip 
sensors for DTM. In this paper we address the problem of estimating 
the actual temperature of on-chip thermal sensor when the sensor 
reading has been corrupted by noise. Thermal sensors are prone to 
noise due to fabrication randomness, VDD fluctuations et . This 
causes discrepancy between actual temperature and the one predicted 
by thermal sensor. Our experiments estimate this variation to be 
around 30%. In this paper we present a statistical methodology for 
predicting the actual temperature for a given sensor reading. We 
present two techniques: single sensor prediction and multi-sensor 
prediction. The latter tries to estimate the actual temperature for each 
sensor (of the many on-chip sensors) simultaneously while exploiting 
the correlations between temperature and noise of different sensors. 
When the underlying randomness follows a Gaussian characteristic, 
we present optimal schemes of estimating the expected temperature. 
We also present heuristic schemes for the case where the Gaussian 
assumption fails to hold. The experiments showed that using our 
estimation schemes the RMS error can be reduce as much as 67% as 
compared to blindly trusting the sensors to be noise free.  

Categories and Subject Descriptors 
B.7.2 [Integrated Circuit]: Design Aids – verification 

General Terms 
Algorithms, Measurement, Verification  

Keywords 
Temperature, On-chip Sensor, Estimation, Multicore, DTM 

1. INTRODUCTION 
Dynamic thermal management (DTM) is the technique of controlling 
the temperature surges on chip usually caused due to heavy task 
execution. Typically, this techniques uses a set of on-chip sensors to 
estimate the silicon temperature. If the temperature is above a given 
threshold then corrective action is taken to bring the chip back within 
acceptable temperature levels [18,19]. Accurate thermal sensing using 
on-chip sensors during the runtime is essential for effective DTM. 
Several multicore processors have been equipped with thermal 
sensors (AMD Opteron has 38 thermal sensors). 

Although several existing approaches have addressed the thermal 
sensor design and placement problem, the noise associated with 
thermal sensor readings has not received much attention. The state of 

the art assumes that once placed and calibrated, the on-chip thermal 
sensors provide accurate thermal information during runtime. The 
entire dynamic thermal management process assumes that the sensed 
thermal data is accurate and noise free. In reality, on chip thermal 
sensors are affected by a range of noise sources. Some of these noise 
sources include fabrication randomness, power grid noise, cross 
coupling and non-linear dependence between temperature and circuit 
parameters. Assuming ideal thermal sensor operation can either lead 
to failure to detect overheating or false alarms that result in costly and 
un-necessary response from the thermal management unit. 
Accounting for the noisy behavior in thermal sensor operation is 
therefore crucial. 

In this paper, we present a statistical methodology for estimating the 
real temperature given noisy thermal sensor observations. For any 
given sensor observation, we model the actual sensor temperature as a 
random variable with an associated probability density function 
(PDF). The nature of this PDF depends upon the noise sources such 
as fabrication randomness, power grid noise and others. The problem 
is then formulated as estimating the expected silicon temperature for a 
given sensor observation. Such a methodology is developed for two 
cases: single sensor and multi-sensor. When we have only one 
thermal sensor, the expected temperature is calculated by applying the 
Bayes rule on the joint-PDF (JPDF) of actual temperature and sensor 
reading. When this JPDF is Gaussian, we present an optimal scheme 
for estimating the temperature. When we have multiple sensors, the 
real temperatures of different sensors and sensor noise will in general 
exhibit correlation because of the correlated fabrication randomness 
and correlated switching activities. Due to such correlations the 
sensor readings contain temperature information about each other as 
well. In this paper we develop a scheme for simultaneously estimating 
the temperatures for different sensors while exploiting these 
correlations. Even in the multi-sensor case, if the underlying joint 
PDF between sensor readings and actual temperatures is Gaussian, 
we present an optimal scheme for estimation. When the underlying 
joint PDF is non-Gaussian we use a moment matching based scheme 
for approximating the sensor temperatures. 

Our experimental results indicate that our methods can significantly 
increase the estimation accuracy of sensor temperature by up to 67% 
as compared to ignoring the error in sensor readings. We also found 
that exploiting the correlations of different sensors results in better 
thermal estimates than ignoring them and estimating each sensor 
temperature individually.  

Our statistical scheme for reading noisy sensors can be implemented 
with very low overhead either as a hardware module or as a software 
kernel in the operating system. Our MATLAB implementations took 
only about one millisecond to execute (on a 2.0 GHz Pentium Dual 
Core machine). Thermal profiles of chips take several hundred 
milliseconds to change [17], therefore a few millisecond overhead for 
reading noisy thermal sensors will not impact the effectiveness of 
DTM. 
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2. MOTIVATION 
2.1 Unpredictable On Chip Thermal Profile 
Unpredictability in workload overhead and variability in transistor & 
interconnect parameters causes randomness in the chip thermal 
profile. If we divide the entire chip into small grids and approximate 
the temperature in each grid cell as a constant (not an unreasonable 
assumption for large number of grids), then the grid temperature 
values form a correlated vector of random variables. The joint-PDF of 
this random thermal vector could be computed by exploiting the 
dependence of temperature on random on-chip power dissipation 
values (due to unpredictable workload) and circuit parameters. One 
such approach could be as follows. Let each grid have an associated 
power density. The thermal distribution on chip is guided by the 
Poisson equation which can be solved using the method of Green 
Function [1]. The solution suggests that the relationship between the 
power density and temperatures in each grid can be approximated by 
the following linear transformation [1].  

0T T AP� �
�� ��

   (1) 
where T = {T(1), T(2),…T(i),…} is the vector that represents the 
average temperature at all grid locations and P = {Pd(1), 
Pd(2),…Pd(j),…} is the vector of all average power density values at 
the grid locations. The coefficient matrix A can be computed as in [1]. 
If P is random (due to random workload characteristics) with an 
associated PDF, we can use the above relationship to compute the 
PDF of T.  Hence in this paper we assume that the randomness 
associated with T is known and/or computable.  

2.2 On-chip Thermal Sensors 
Thermal sensors provide real time measurements pertaining to the 
thermal state of the chip. Since thermal profile exhibits unpredictable 
behavior, thermal sensors have become an integral part of future 
Multicore systems and SOCs. For example IBM Power5 employs 24 
thermal sensors, IBM Cell processor has 10 digital thermal sensors, 
AMD Opteron quad-core processor has about 38 sensors. Consider a 
popular implementations of on-chip temperature sensor --- Ring 
Oscillator (abbr. RO).  
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Fig.1 Typical ring oscillator consists of  

N stages of inverters, where N = 2k+1 is an odd number. 

The above figure highlights the structure of a typical ring oscillator. 
The oscillating frequency is determined by the propagation delay of 
each individual inverter and will be observed at the output by the 
counter.  

3 42 1 ln
( / ) ( ) 2

t DD t
PHL

n ox n DD t DD t DD

V V VCt
C W L V V V V V�

� �� �	
� �
 �� 	 	 � �� �

    (2) 

The above equation shows the transition time for the inverter to 
switch from high voltage level to low voltage level. �n is the electron 
mobility in silicon for NMOS, Cox is the capacitance per unit gate 
area, (W/L)n is the width/length ratio for NMOS, C is the effective 
load capacitance that the inverter is driving. VDD is the supply voltage 
and Vt is the threshold voltage. The expression for tPLH is identical to 
equation (2) except that �n and (W/L)n are replaced with �p and (W/L)p, 
which are the corresponding parameter values for PMOS. The 
frequency of the ring oscillator is given by the following equation 
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where P is the period of the RO and N is the total number of inverter 
stages. 

Temperature effects: In equation (2), both Vt and �n (or �p) are 
temperature sensitive. The magnitude of Vt decreases by about 2mV 
for every 1  increase in the temperature [6]. �n (or �p) also decreases 
with temperature rise with a more complex relationship. Because the 
effect of the latter is a more dominant one, the overall observed effect 
of the temperature rise is a decrease in the RO frequency [6, 7, 8]. 
Hence RO frequency observation can be used as a predictor of chip 
temperature. Though on-chip temperature sensors are powerful, if not 
used properly, however, the information collected by them can be 
highly erroneous and misleading. This is because the accuracy of the 
sensors themselves is also affected significantly by fabrication 
randomness and the environment uncertainty (like VDD noise, cross 
coupling etc). 

2.3 Noisy Sensor Behavior 
As we can see from equation (2) and (3), the frequency of RO is a 
function of many parameters which are subject to fabrication 
randomness and environmental uncertainty. 

/( , , , ( ), ( ), )DD t n pf F W L V V T T C��    (4) 

For example, W, L etc are subject to fab-variability while VDD 
fluctuations are common during execution time.  Assuming all the 
noisy parameters in the above expression are random variables with a 
certain probability distribution, the observed frequency will be a 
random variable as well whose probability density function (PDF) is 
determined by its local temperature. For any given temperature value, 
we can get many potential sensor readings based upon the nature of 
the fabrication and environmental uncertainty. Hence the temperature 
reading provided by such a sensor cannot be blindly relied upon. 

We performed the following Monte Carlo simulation based on 
equations (2) and (3) with 100000 samples for each different 
temperature value (ranging from 20  to 100  with 20  
increments). We assume all parameters to be Gaussian random 
variables with mean and variance specified as below. 

Table 1 Characteristics of the random Parameters used in Monte Carlo simulation 

Parameters Wn/Wp 
(nm) 

Ln/Lp 
(nm) 

Tox 
(nm) 

VDD 
(V) 

Vt 
(V) 

�n/�p 
(m2/V·s) 

Mean 270 180 4.1 3 0.45 0.034 
Std_dev 5% 6% 3% 5% 4% 3% 

 
As shown in the above table, we use 180nm technology process 
parameters, the mean of the parameters are set to their nominal values 
and the standard deviations from the mean are set in accordance with 
the predictions from [9]. The sole purpose of this simulation is to 
demonstrate how the sensor observations (RO frequency) exhibits 
randomness under the influence of fabrication variability and 
environmental uncertainties. Hence the values used in table 1 are only 
representative rather than precise. To account for the temperature 
effects we use the following empirical equations relating Vt and �n/p 
with temperature T [6,10]. 

0 00.002( )t tV V T T� � 	     (5) 
1.5

/ 0 0( / )n p T T� � 	�                 (6) 

where Vt0 and �0 are the nominal values of Vt and �n/p evaluated at the 
room temperature T0. Figure 2 has the result of this MC simulation.  
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Fig.2 Simulated RO frequency PDF under fabrication randomness  for each 
different temperatures ranging from 20  to 100  with 20  increment (5 

curves with different colors shown together for comparison).  

Essentially figure 2 highlights the potential noise in the RO frequency 
readings. The horizontal axis shows the frequency values and the 
vertical axis shows the number of samples fallen into each small 
range around a certain frequency value. Thus each curve in the figure 
shows the potential PDF of the sensor frequency when its underlying 
temperature is fixed at the value as shown in the figure. One 
important observation is that these distribution curves heavily overlap 
with each other and all of them have significant amount of variation. 
Hence if the sensors are blindly trusted the possible error could be 
significant. This clearly demonstrates the need for temperature 
estimation methodologies to predict the accurate temperature value 
from noisy sensor readings.  

3. SINGLE SENSOR ESTIMATION 
3.1 Randomness Modeling:  
Consider the case where we have a single sensor with f being the 
sensor reading. Under nominal circumstances where all other sensor 
parameters (except temperature) are nominal and known, the sensor 
reading w.r.t. sensor temperature can be approximated by the 
following linear relationship [7,8]. 

0 0T a f b� �              (7) 
The one-to-one correspondence between temperature T and sensor 
frequency f can be used to accurately estimate T when a certain f is 
observed. However in reality, as mentioned earlier, each sensor 
parameter like VDD, Vt, W, L etc are random owing to fabrication 
imperfections and environmental uncertainties. Hence the constant a0 
and b0 become random as well. The PDF associated with these 
random parameters could be characterized using some of the current 
statistical analysis techniques that are being developed for countering 
the effects of fabrication randomness [11,12]. The exact schemes and 
details for generating these PDFs are ignored here because the focus 
of this paper is different.  
The real temperature is a random variable  with a known PDF (to be 
determined using sensors). As illustrated in section 2.1, one possible 
way of generating the thermal PDF at a point could be as follows. If 
we know the PDF of the power density vector P then using equation 
(1) we can determine the PDF of the temperature vector T as well. 
For example, figure 3 highlights the PDF of the power density at a 
specific location in an out-of-order processor chip. We simulated a 
high performance aggressive out-of-order processor with pipeline 
width of 8 instructions and an instruction window of 128 instructions. 
Level 1 caches (both instruction cache and data cache) are 32KB 4-
way set associative. All the caches in the hierarchy are using LRU 
replacement policy and a block size of 64 bytes. For benchmarks, we 
simulated all the SPEC 2000 CPU benchmark suite [13] compiled 

with the default parameters provided with the suite. We bypassed the 
startup part, based on simpoint [14], and simulated a representative 
250M instructions for each of the benchmarks. Figure 3 below shows 
the power density PDF for the instruction window module. 

(×105 W/m2)

 
Fig.3 Power density distribution for instruction window module. 

Even though we may not accurately know the exact value of the 
power density of any part of the chip, using statistical technique on 
representative benchmarks, we can generate the power density PDF 
for those parts. Based on this randomness associated with the power 
density vector P, we can characterize the randomness associated with 
the temperature vector T across various representative benchmarks 
based on the linear transformation highlighted in equation (1). In this 
way, we can account for the un-predictable workload in our 
formulation. 

Given the random characteristics of each parameter on which sensor 
frequency depends we can evaluate the joint probability density 
function JPDF for different sensor parameters like Temperature T, 
VDD, Vt, W, L, Tox etc. There is already a significant effort towards 
statistical analysis of timing and leakage given random fabrication 
parameters [11,12,15]. Similar approaches could be used here to 
generate the JPDF also. 

Once we generated the JPDF for various random sensor parameters 
like T, VDD, Vt, W, L etc,  we could evaluate their accumulative effect 
on the frequency of the RO based on equation (2) and (3). Using this 
relationship we can compute the joint-PDF between the frequency 
and the sensor parameters T, VDD, Vt, W, L etc. Let us suppose that 
JPDF (f, T, VDD, Vt, W, L..) represents this joint-PDF, then the joint 
PDF between the sensor reading f and temperature T at the sensor 
location could be evaluated as follows 

( , ) ... ( , , , , , ...) ...DD t DD tp f T jpdf f T V V W L dV dV dWdL� � � �  

Essentially we are integrating over all other random parameters 
besides f and T to generate the marginal joint probability density 
function for f (our observation) and T (the value that we want to 
estimate). Note that this joint PDF between f and T accounts for any 
correlation (spatial or logical) between different parameters for this 
sensor. Given this JPDF and a sensor reading f, we would like to find 
the expected value of the temperature that might have caused that 
specific reading. 

( | )E T f          (8) 
This strategy of estimating the expected temperature for a given 
sensor reading exploits the statistical information that could be 
generated a-priori.  

3.2 Optimal Solution for Gaussian Distribution 
Let us assume that the function p(f,T) is jointly Gaussian. In realistic 
scenarios this may not be a very inaccurate assumption. Consider 
figure 2 which illustrates the PDF of the sensor frequency for each 
value of sensor temperature. It can be inferred that a Gaussian 
approximation of the illustrated PDFs is a reasonably accurate 
approximation. 
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When p(f,T) is jointly Gaussian, the following equation could be used 
to estimate the expected T for the given observation f  [16]. 

2

( , )( ) ( )T f
f

cov T fE T f f� �
�

� � 	          (9) 

where �T and �f is the mean of T and f respectively, cov(T,f) is their 
covariance and �f

2 is the variance of f (all of them are known). Under 
the joint Gaussian assumption, the above formula provides the 
optimal estimate of the temperature for a given observation f which 
has been corrupted by noise. Proof is omitted for brevity. The 
interested readers can refer to [16] for details. 

3.3 Non-Gaussian Case 
In the previous sub-section we presented a technique for estimating 
the E(T|f) when p(f,T) was jointly Gaussian. From our experience, 
although p(f,T) may not be exactly Gaussian, a Gaussian 
approximation usually provides reasonable accuracy towards the 
estimation of T. Essentially we can approximate the non-Gaussian 
p(f,T) with a Gaussian JPDF. Then the result above could be used to 
calculate the approximate value for T. As will be shown in the 
experiment section later, for our application of estimating temperature 
from noisy sensor readings, this method does provide highly accurate 
estimates of expected temperature. 

We use moment matching to fit a Gaussian JPDF pG(f,T) over a non-
Gaussian p(f,T). The approximation is done by matching the 
characteristic functions of p(f,T)) and pG(f,T). The characteristic 
function is defined as the Fourier transform of any JPDF function. 
For the two variable case the characteristic function of JPDF 
fX1,X2(x1,x2) is 

1 1 2 2

1 2

( )
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	� 	�

� � � �  

Expanding the exponential term in the above equation gives a series 
representation of �(y1, y2): 
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In the above equation, the coefficients of y1 and y2 are defined as the 
moments of fX1,X2, which are formalized below: 

1 21 2 , 1 2 1 2 1 2( , ) [ ]i j i j
ij X Xm x x f x x dx dx E X X

� �

	� 	�
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Therefore the characteristic function of fX1,X2(x1,x2) can be represented 
as a infinite series in terms of the moments  

2 2
1 2

1 2 1 10 2 01 20 02 1 2 11( , ) 1
2 2
y yy y iy m iy m m m y y m� � � � 	 	 	 ��  

Note that m10 is simply �x1 , m01 is �x2, m11 = E[X1,X2] = 
Covariance(X1,X2) + �x1�x2. m20 = E[X1

2] = Variance(X1) + �2
x1 and so 

on. Now let us suppose that we want to approximate fX1,X2 with fG
X1,X2 

where fG
X1,X2 is a Gaussian distribution. For this we match the 

moments of the two distributions so as to evaluate the unknowns of 
fG

X1,X2.  Since fG
X1,X2 is bivariate Gaussian density function, it has 5 

unknowns (�x1, �x2, �x1,�x2, �x1x2)  which can be obtained by matching 
the first 5 moments of fX1,X2, i.e. 

10 10 01 01 20 20 02 02 11 11, , , ,G G G G Gm m m m m m m m m m� � � � �  
Thus in order to approximate p(f,T) using a simplified Gaussian JPDF 
pG(f,T), the moments of the two distributions are matched, or 
equivalently the characteristic functions are matched. Matching these 

moments essentially gives us information pertaining to the mean, 
variance and covariance of the approximating Gaussian JPDF pG(f,T) 
which is enough to determine this function. Following this moment 
matching based Gaussian approximation, we can now use equation (9) 
to estimate the approximate value of T. 

4. MULTI-SENSOR ESTIMATION 
4.1 Exploiting Correlations 
Typical VLSI chips use multiple sensors to estimate the thermal state 
of different hotspot areas. The previous section described ways of 
reading these noisy sensors and estimating the expected temperature 
at each sensor that might have caused the specific reading. Each 
sensor was treated independently. 

One important observation is that both the temperature and the 
sources of noise at different sensor locations can be correlated. This 
correlation can be exploited to improve the quality of temperature 
estimation. In this section we describe ways of estimating the 
expected temperature at each sensor location while effectively 
exploiting the correlation between sensor readings caused by 
correlated fabrication randomness and correlated thermal behavior. 
Exploiting this correlation helps us perform more accurate estimation 
of the sensor temperatures as compared to treating each sensor 
independently. 

Before we begin the description of our scheme, we illustrate the 
degree of correlation that temperature and noise of different sensors 
can have and how it impacts the degree of correlation in observed 
sensor frequencies.  

Table2. Power Density Characteristics of Different Modules. 

Correlation branch 
predictor rename Instruction 

Window 
load/store 

queue 
register 

file ALU Icache Dcache 

Dcache 0.42 0.54 0.69 0.98 0.42 0.47 0.56  

Icache 0.66 0.97 0.89 0.61 0.58 0.68   

ALU 0.36 0.74 0.90 0.51 0.93    

register file 0.13 0.63 0.84 0.47     

load/store 
queue 0.45 0.58 0.74      

Instruction 
Window 0.54 0.91       

rename 0.61        

Mean 
(x105 W/m2) 0.34 4.33 12.48 1.09 3.88 3.30 4.71 1.03 

Std_Dev 
(x105 W/m2) 0.18 1.68 4.21 0.42 1.49 1.33 1.87 0.41 

We simulated a high performance aggressive out-of-order processor 
with the same experimental settings as described in section 3. We 
calculated the distribution in power dissipation in different blocks of 
the CPU for representative benchmarks and used the data to generate 
the correlations between the power dissipation in different modules of 
the CPU. Table 2 presents this correlation data. It can be seen that the 
correlation between some modules can indeed be as high as 0.9. 
Hence the power density vector P in equation (1) represents a 
correlated random vector. The temperature vector at a set of sensors T 
(vector composed of individual sensor temperatures) can be 
computed using equation (1). Let us assume that using various 
statistical characterization schemes we can compute the mean, 
variance, covariance etc of the power density vector P (as illustrated 

475



in table 2), the randomness associated with different sensor 
temperatures can be computed as follows [16]. 

0T PT A� �� �
��� ���

,     T
TT PPA A� � �            (10) 

where �p and �pp are the mean vector and the covariance matrix of the 
power density vector (just like the table above) and A is the 
coefficient matrix relating vector T and P as described in section 2 
whereas T is the vector of sensor temperatures.  

The noise sources in sensor parameters can be correlated as well. One 
source of noise is fabrication randomness. Spatially correlated 
fabrication randomness (correlation in channel length, width, oxide 
thickness etc.) causes correlated sensor noisy behavior. Such spatial 
correlation can be captured by statistical analysis techniques such as 
the model described in [11]. Essentially if two sensors are placed 
close together certain process parameters such as W, L, Tox will have 
higher correlation due to the vicinity in their location. On the other 
hand if they are placed far apart the correlation will be low. Such 
spatial correlation information is also exploited in our methodology 
to increase the accuracy of the estimated temperature. 

4.2 Modeling the randomness 
From above, we can conclude that exploiting the correlation between 
different sensor readings would result in more accurate estimates of 
the expected sensor temperature. Let us suppose we have n sensors 
and therefore n temperature values of interest and n sensor readings. 
Just like section 3, let us assume that we can characterize the joint 
probability density function between all the transistor parameters, 
temperatures and sensor readings using statistical schemes JPDF(T1, 
T2,…, Tn, f1, f2,…, fn, VDD1, VDD2, … W1, W2, …). The following 
equation can be used to generate the marginal joint PDF between 
sensor temperatures and sensor readings. 

( , ) ... ( , , , , , ...) ...tDD t DDp f T jpdf f T V V W L dV dV dWd L� � � �
�� �� �� �� ���� �� ��� �� ���� �� ��� ��

 

where f and T are vectors representing n sensors readings and n real 
temperatures. Given a set of n sensor readings f, we would like to find 
the expected value of the n temperature values. 

( | )E T f
�� ��

         (11) 
This strategy of estimating the expected values of n sensor 
temperatures given n sensor readings exploits both the statistical 
characteristics of the random variables themselves (T, VDD, Vt, W, L 
etc.) on which the frequency depends and the correlation of these 
variables between different sensors. This information is generated a-
priori to improve the accuracy of our temperature estimation at 
multiple sensor locations.  

4.3 Optimal Solution for Gaussian Distribution 
As in single sensor’s case, let us first assume that p(f,T) has a joint 
Gaussian distribution, then the following expression can be used to 
estimate the temperature vector T when given a vector of frequency 
observations f [16] 

1( ) ( )T Tf ff fE T f f� �	� � � � 	
�� �� ��� �� ���

         (12) 

where �T �f is the mean of vectors T and f respectively, �Tf is the 
covariance matrix for T and f and �ff is the covariance matrix of f 
itself. When p(f,T) is jointly Gaussian, the above formula provides 
the optimal estimator for the temperature vector T when given a set of 
observations f which has been corrupted by noise. For brevity we 
omit the proof of this result. The interested readers can refer to [16] 
for the detailed proof for the multi-sensor case. 

4.4 Non-Gaussian Case 
It is very hard to prove that indeed the JPDF p(f,T) is Gaussian for 
our case. In general we can expect that the nature of this JPDF is 
clearly non-Gaussian. When this is true an efficient closed form 
expression of the optimal estimator for the temperature is very hard to 
obtain. 

For the case of measuring noisy on-chip temperature values, 
empirically we found the JPDF p(f,T) not to be very far from 
Gaussian.  Hence in order to extend the result of equation (12) to the 
non-Gaussian case, we fit a Gaussian density function over the real 
JPDF p(f,T) using the method of moment matching (just like the 
single sensor case described above). Essentially our method is to 
approximate the actual joint probability distribution with a Gaussian 
distribution. This enables us to use the estimator of equation (12) to 
approximate the result of (11). 

As in the single sensor case, the method of moment matching matches 
the mean, variance and covariance matrix of the real JPDF p(f,T)  and 
approximating Gaussian JPDF pG(f,T). Knowledge of mean, variance 
and covariance is enough to characterize the approximating Gaussian 
JPDF. In this way, we can take the prior knowledge of the non-
Gaussian joint distribution and fit a Gaussian model to it. Then the 
estimator shown in equation (12) can be applied to estimate the 
temperatures at multi-sensor locations. The accuracy of this heuristic 
strategy will be demonstrated in the next section. 

5. IMPLEMENTATION OVERHEAD 
Our statistical scheme for reading noisy sensors can be implemented 
with very low overhead either as a hardware module or as a software 
kernel in operating system. Equations (9) and (12) are simple linear 
equations and their implementation complexity will be very low. For 
example they could be implemented using look up tables in hardware 
without incurring much area/power overhead. In software, their 
evaluation would be reasonably fast also. Our MATLAB 
implementations (which are generally slower) took only about one 
millisecond. The experiments were done on a dual-core 2.0GHz  
Pentium machine. Thermal profiles of chips take several hundred 
milliseconds to change [17], therefore a few millisecond overhead for 
reading noisy thermal sensors will not impact the effectiveness of 
DTM. In fact reducing the thermal estimation error would actually 
improve the DTM efficiency. 

6. EXPERIMENTAL RESULTS 
In this section we demonstrate the effectiveness of our methodology 
through Monte Carlo simulation. In the following experiments we 
consider the case where two thermal sensors are placed on chip and 
we are trying to estimate their temperatures from the two available 
sensor readings (note that for more than two sensors the approach 
remains the same). We assume the temperature dependency of sensor 
frequency is governed by equation (5) (6) according to [6,10]. The 
temperatures of these two sensors are assumed to be jointly Gaussian 
with mean, variance and covariance information obtained from power 
density characteristics and equation (10) (see table 3). The source of 
the sensor noise is assumed to be supply voltage fluctuation. We 
assumed it to have a Gaussian PDF with mean and variance 
illustrated in the table below. The supply voltage randomness was 
uncorrelated. Based on all the information above, we can fit an 
approximating joint-Gaussian distribution on p(T,f) and use equation 
(9)/(12) to calculate the expected values of sensor temperatures 
conditioned on the sensor observations.  
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Table 3. Results comparison for 3 different schemes (* Values shown in terms of percentage of nominal values.) 

VDD 
Mean/Std_dev* 

Temperature 
Mean/Variance* 

Correlation 
in T 

between 
two sensors 

Relative RMS error Accuracy improvement 

Scheme 
1 Scheme 2 Scheme 3 Scheme 3 

over 1 
Scheme 3 

over 2 

3V / 2% 300K/30% 0.8 5.9% 2.9% 2.7% 54.5% 6.9% 

3V / 3% 300K/30% 0.8 8.9% 3.1% 2.9% 66.8% 6.5% 

3V / 4% 300K/30% 0.8 11.3% 3.2% 3.0% 72.7% 6.2% 

We show results for the following 3 schemes. The accuracy for each 
are compared in table 3. 

1) Scheme 1: The sensor readings are trusted blindly and the 
corresponding temperatures are estimated using equation (7). In this 
scheme all sensor parameters are assumed to be fixed at their nominal 
values with zero noise; 
2) Scheme 2: We use equation (9) to estimate the sensor temperatures. 
Each sensor is treated independently without considering the 
correlation information between them. 
3) Scheme 3: Equation (12) is used to estimate sensor temperatures. 
The correlation information is exploited for more accuracy.  

The RMS error shown in table 3 is the average value for two sensors 
and is computed based on 10000 iterations of Monte Carlo simulation. 
As can be seen from the table, when the variation in random sensor 
parameters (VDD in this case) increases so does the RMS error. 
However scheme 2 and 3 always give better estimates as compared to 
scheme 1 because they take into account the realistic situation of 
noisy sensors. The improvements become more significant (see 
second-last column) as noise variance increases. Scheme 3 performs 
better than scheme 2 since it exploits correlations. As the noise 
variance increases, the degree of correlation decreases and the 
effectiveness of scheme 3 reduces as well (see last column of table 3). 

 
Fig.4 RMS error for different amount of std_dev in sensor parameters 

Figure 4 above highlights the improvement of scheme 2(blue) over 
scheme 1(magenta) when we increase the variation in random sensor 
parameters (we did not show scheme 3 here because the trend is 
similar). 

7. Conclusion 
We addressed the problem of estimating the accurate sensor 
temperatures when given noisy sensor readings. Both single sensor 
case and multi-sensor case are investigated with different strategies of 
exploiting the correlation information. Optimal and heuristic 

estimation schemes are proposed to address the problem when the 
underlying nature of the sensor noise is Gaussian and non-Gaussian.  

* This work is partly supported by NSF grant CCF-0728969 and 
CCF-0634321 
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