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Object PlacementAlgorithms for OSD Systems

R.J Honicky

ABSTRACT

Typical algorithmsfor decentralizeddata distribution work bestin a systemthat is
fully built beforeit rst used;addingor remaving componentsesultsin eitherextensve
reoiganizationof dataor load imbalancein the system. We have developeda family of
decentralizedalgorithmsthat map replicatedobjectsto a scalablecollection of storage
senersor disks. Thesealgorithmsdistribute objectsto seners evenly, redistributing as
few objectsas possiblewhen new senersare addedor existing seners are removed to
presere this balancedlistribution. They guaranteeghatreplicasof a particularobjectare
not placedon the samesener, andallow senersto have different“weights; distributing
moreobjectsto senerswith higherweights. The algorithmsarevery fast,andscaleswith
the numberof sener groupsaddedto the system. Becausehereis no centraldirectory
clients can computedatalocationsin parallel, allowing thousandof clients to access
objectson thousandsf senerssimultaneously

Keywords: OSD,DatalLayout,DataReoganizationFile Systems
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1. Intr oduction

Astheuseof largedistributedsystemsandlarge-scalelustersof commoditycomputers
hasincreasedsigni cant researcthasbeendevotedtoward designingscalabledistributed
storagesystemsHowever, scalabilityfor suchsystemshastypically beenlimited to allow-
ing the constructionof a very large systemin a singlestep,ratherthanthe slow accretion
overtime of componentinto alarge system.This biasis re ectedin techniquegor ensur
ing datadistribution andreliability thatassumehe entire systemcon guration is known
wheneachobjectis rst writtento a disk. In modernstoragesystemshowever, con gura-
tion change®vertime asnew disksareaddedo supplyneededapacityor bandwidth.

Scalabledistributed data structures(SDDSs) are particularly importantfor modern
high-performanceomputingbecausef the developmentof computingandstorageclus-
tersbuilt from thousandsf individualnodes.In suchsystemstheuseof acentraldirectory
for locatingdatawould resultin aseverebottleneckreducingoverall performanceAs dis-
cussedn Section2, existing SDDSssharethreepropertieghatallow themto provide good
performancen suchlarge,scalableervironments:

1. A le expandsto new senersgracefully andonly whenseners alreadyusedare

ef ciently loaded.

2. Thereis no mastersite that objectaddresscomputationamustgo through,e.g., a

centralizeddirectory

3. File accessand maintenanceprimitives, e.g., search,insertion, split, etc., never

requireatomicupdatego multiple clients.
While the secondand third propertiesare clearly importantfor highly scalabledata

structuresiesignedo placeobjectsover hundredsor thousandsf disks,the rst property
asit stands,could be considereda limitation becausea le thatexpandsto new seners
basedon storagedemandsatherthanon resourceavailability presenta dif cult adminis-
tration problem.Often,anadministratomvantsto adddisksto a storageclusterandimme-
diatelyrebalancehe objectsin the clusterto take advantageof the new disksfor increased
parallelism,ratherthanwaiting for the systemto decideto take advantageof the new re-
sourcesdasedn algorithmiccharacteristiceandparameterghatthey do notunderstand.



This thesisdescribesa family of decentralizedilgorithmsthat mapreplicatedobjects
to a scalablecollection of storagesenersor disks. The algorithmsdistribute objectsto
disksevenly, redistrituting asfew objectsaspossiblevhennew disksareaddedor existing
disksareremovedto presere this evendistribution. They alsoguaranteghatreplicasof a
particularobjectarenot placedon the samesener, andallow for senersto have different
“weights; distributing more objectsto senerswith higherweights. The algorithmsare
very fast,andscalewith the numberof disk groupsaddedto the system.Becausedhereis
no centraldirectory clientscancomputedatalocationsin parallel,allowing thousand®f
clientsto accesshousand®f senerssimultaneously

In this thesis,we describetwo algorithmsin the family. The rst algorithm,RUSHp is
capableof mappingnotonly objectreplicas but alsoerasurecodes.The secondalgorithm,
RUSHkg, buildsonthe rst algorithmaddingtheability to remove disk clustersandimprov-
ing the evennes®f datadistribution. It makestheseimprovementsat the sacri ce of the
ability to evenly supporterasurecoding.

The ability to remove disk clusterds importantfor long-livedstoragesystemsecause
it allows systemdesignergo build evolving systemsaddingnew capacity andretireaging
senersas necessaryhile preservingbalanceddatadistribution and replication. All of
the algorithmsallow objectsto have an arbitrary adjustabledegree of replication; the
algorithmsmerely provide a mapping,allowing the storagesystemto decidehow mary
replicasshouldactuallybeinstantiated Becauseeplicasaredistributedevenlyto all of the
disksin thesystemtheloadfrom afaileddiskis distributedevenlyto all otherdisksin the
system.As aresult,thereis little performancdosswhena large systemlosesoneor two
disks.

In the conclusionwe brie y discussa memberof the algorithmicfamily which guar
anteedookuptime which is logarithmicin the numberof timesthe systemhasbeenreor
ganizedandwhich supportslusterremoval, andalsoerasurecoding.



2. Related Work

Several different scalabledistributed data structureshave beenproposedpreviously.
Litwin, et al. have developedmary variationson Linear Hashing(LH*) [22, 23, 25, 26,
27] The LH* variantsarelimited in two ways: they mustsplit buckets,andthey have no
provisionfor bucketswith differentweights.LH* splitsbuckets(disksin this case)n half,
sothaton average half of the objectson a split disk will be movedto a new, empty disk,
resultingin suboptimaldisk utilization [2] anda “hot spot” of disk andnetwork actiity
betweenthe splitting node and the recipient. Other datastructuressuchas DDH [11]
suffer from similar splitting issues. Our algorithms, on the other hand, almostalways
movesa statisticallyoptimalnumberof objectsfrom every diskin the systenmto eachnew
disk, ratherthanfrom onedisk to onedisk. Unlike RUSH the LH* variantsprovide no
mechanisnfor weighting differentdisksto take advantageof disks with heterogeneous
capacityof throughput,a crucial requiremenfor storageclusterswhich grow over time.
Breitbart,etal. [2] discussa distributed le organizationwhich resohestheissuesof disk
utilizationin LH*, but doesnot proposeary solutionfor datareplication.

Kroll andWidmayer[20] proposeDistributedRandomTrees(DRTS), a type of SDDS
thatareoptimizedfor morecomplex queriessuchasrangequeriesandandclosestmatch
ratherthansimpleprimarykey lookup. DRTs supportsener weightingbut facedif culties
similarto theLH* variantswith reoiganization DRTs do notexplicitly supportreplication,
thoughmetadataeplicationis discussedandhave worst-casgerformancdinearin thethe
numberof disksin thecluster Any tree-base@&DDS,including DRT, hasanaverage-case
performancevith alowerboundof W m [21], wherem is the numberof objectsstored
by the system. Our algorithmhasperformancevhich grows linearly with the numberof
groupsof disksadded;performancas independenof the numberof objectsand,if disks
areaddedn largegroupswill approactconstantime. Litwin, etal. alsodiscussaB-Tree
basedSDDSfamily calledRP* [24]. It alsosuffersfrom the fundamentalimitations of
SDDSSs, andis boundecby W m in theaveragecase[21].

Choy, etal. [7] describealgorithmsfor perfectdistribution of datato disksthat move

anoptimally low numberof objectswhendisksareadded.However, thesealgorithmsdo



not supportnecessaryeaturessuchweightingof disks,removal of disks,andreplication.
Brinkmann,etal. [3, 4] proposea methodfor pseudo-randordistribution of datato multi-
ple disksusingpartitioningof the unit range andWu andBurns[34] build onthis work to
provide a storagesystemwhich canadaptto the currentworkload. Thesemethodsmethod
accommodategrowth of the collectionof disksby repartitioningtherangeandrelocating
datato rebalancehe load. Again, however, this methoddoesnot allow for the placement
of replicas.

Tang and Yang describean algorithm which takes into accountthe distribution of
large and small blocksin a lesystem [32]. Their algorithm supportsreplication,sener
weightinganddistributesloadwell in the eventof afailure. Their algorithm,however, has
spacerequirementgproportionalto the numberof blocks storedin the systemlik e other
takular approaches.

ChauandFu discussaandproposealgorithmsfor declusteredRAID whoseperformance
degradegracefullywith failures[5]. Ouralgorithmexhibits similarly gracefuldegradation
of performance:the pseudo-randondistribution of objects(declusteringimeansthatthe
loadonthe systemis distributedevenly whena disk fails.

Peerto-peersystemssuchas CFS[10], PAST [31], Gnutella[29], and FreeNet[8]
assumethat storagenodesare extremely unreliable. Consequentlydatahasa very high
degreeof replication. Furthermoremostof thesesystemamake no attemptto guarantee
long term persistencef storedobjects.In somecasespbjectsmaybe “garbagecollected”
at ary time by userswho no longerwant to store particularobjectson their node,and
in others,objectswhich are seldomusedare automaticallydiscarded. Becauseof the
unreliability of individual nodes,thesesystemsusereplicationfor high availability, and
arelessconcernedvith maintainingbalancegerformancecrosghe entiresystem.

Otherlarge scalepersistentstoragesystemssuchas Farsite[1] and OceanStorg28]
provide more le system-like semanticsObjectsplacedin the le systemareguaranteed,
within someprobability of failure, to remainin the le systemuntil they are explicitly
removed. Theinef ciencies thatareintroducedby the peerto-peerandwide areastorage
systemaddressecurity reliability in thefaceof highly unstablenodesandclientmobility
(amongotherthings).However, thesefeaturesntroducefartoomuchoverheador atightly

coupledmassobjectstoragesystem.



Distributed le systemssuchasAFS [19] usea client sener model. Thesesystems
typically usereplicationat eachstoragenode,suchasRAID [6], aswell asclient caching
to achieve reliability. Scalingis typically doneby addingvolumesasdemandor capacity
grows. This strateyy for scalingcanresultin very poorload balancing,andrequirestoo
much maintenancdor large disk arrays. In addition, it doesnot solve the problem of
balancingobjectplacement.



3. Object-basedStorageSystems

NASD!-basedstoragesystemg14, 15] arebuilt from large numberof relatively small
disksattachedo a high bandwidthnetwork, asshavn in Figure3.1. Often, NASD disks
manageheir own storageallocation,allowing clientsto storeobjectsratherthanblockson
thedisks. By storingobjectsratherthanblocks,disksrelieve the burdenof managingdisk
layoutfrom the client,andcanalsoprovide otheradvantagesuchashighersecurity

Objectscanbeary sizeandmayhave ary 64-bit (or larger) name allowing the disk to
storean objectanywhereit can nd space.If the objectnamespaceis partitionedamong
the clients, several clients can store different objectson a single disk without the need
for distributedlocking. In contrast,blocks mustbe a x ed sizeandmustbe storedat a
particularlocation on disk, requiring the useof a distributed locking schemeto control
allocation. NASD devicesthat supportan objectinterfaceare often called object-based
storage devices(OSDs). We assumehat the storagesystemon which our algorithmruns
is built from OSDs.

More concretely an “allocation” algorithm for an OSD basedsystemonly needsto
chooseon which disk a particularobject belongs,ratherthan choosinga particulardisk
and a particularlocation on the disk (asis necessaryn RAID andtraditional SAN ar
chitectures).This e xibility alsoallows for moreef cient reoiganizationandbetterload
balancingfeaturesvhich thealgorithmsin this thesisexploit.

Our discussionof the algorithmsassumeghat eachobject can be mappedto a key
X. While eachobjectmusthave a uniqueidenti er in the system,the key usedfor our
algorithmneednot be uniquefor eachobject. Instead,objectsare mappedo a “set” that
may containhundredsor thousand®f objects,all of which sharethe key x while having
differentidenti ers. Oncethealgorithmhaslocatedthe setin which anobjectresidesthat
setmay be searchedor the desiredobject; this searchcanbe donelocally on the OSD
andthe objectreturnedo theclient. By restrictingthe magnitudeof x to arelatively small
number typically in the range10°—10’, we malke objectbalancingsimplerto implement
withoutlosingthe desirablebalancingcharacteristicef the algorithm.

INetwork AttachedStorageDevice



( Client ) ( Client ]

Figure3.1: A typical NASD-basedstoragesystem

Most previouswork haseitherassumedhatstorages static,or thatstoragas addedor
additionalcapacity We believe thatdiskswill be addedandremovedfor severalreasons,
including betterperformanceand systemaging(i.e. replacemenof failed disks)aswell
ascapacity requiringthatobjectsbe redistrituted. If objectsarenotrebalancedvhenthe
disksareaddednewly createdbbjectswill bemorelik ely to be storedon new disks. Since
new objectsaremorelik ely to bereferencedthiswill leave theexistingdisksunderutilized
[30]. Clearly, objectsmustbe redistritutedwhenstorages removedto preventthe lossof
data.



4. Object PlacementAlgorithms

Themajorgoalof anobjectplacemenalgorithmis to provide adecentralize@lgorithm
thatpreseresloadbalanceon a collectionof storagesenersin the faceof changesn the
con guration of the storagesystem. Our object placementalgorithmswork on a set of
serves, eachof which is a storagesystemcapableof servicingclient requestgor objects;
in our model, seners correspondo OSD disks, but this is not a requirement. Seners
are partitionedinto sub-clustes; sub-clustersonsistof identical senersthat are added,
removed,andreweightedasa group. The entirestoragesystemconsistsof multiple sener
sub-clustersaccruecbvertime.

We assumehatvery large storagesystemghatuseRUSHwill bebuilt overtime. After
addingor remaoving a sub-clusteor changingtheweight of a sub-clusterthe systemmust
reorganize relocatingsomeobjectsfrom their currentsenersto their new seners. This
processmay take sometime; during this time, the systemmay be unbalancedthoughit
cancontinueto operate.

During reoilganizationwe would ideally lik e the systemo move the minimumnumber
of objectspossiblejn orderto consere network resource®r minimizetheamountof time
of ine in the eventof an of ine reoiganization. A reoiganizationis consideredptimal
if moving fewer objectswould resultin a systemthatis not balanced. Intuitively, this
correspondso the situationin which the systemmovessufcient objectsto or from the
sub-clustewhoseweightwaschangedothatthe systems onceagainbalancedassuming
thatobjectsonly move betweerthe affectedsub-clusteandtherestof the system.

4.1 Terminology

In this section,we introduceterminologyandsymbolswhich will be usedthroughout
thethesis.
De nition 1. A server is a computersystemattachedo a network which is capableof
servicingrequestgo clients.In ourmodelsenerscorrespondo OSDdisks,but we choose
thetermserver to avoid limiting theapplicability of our algorithms.

8



De nition 2. A sub-clusteris agroupof senerswhichgetaddedreweightedandremoved
from the systemat the sametime.

De nition 3. LetS s bethesetof all senersin asystem.

De nition 4. Letl : S be a function from the setof all senersto the setof natural
numberswhosevalueis the numberof objectsin someseners; S

De nition 5. Letw: S be a functionfrom the setof all senersto the setof rational
numberswhosevalueis theweightassignedo seners; S.

De nition 6. A systemof senersis saidto be organizedif for every pair of senersin

the systems ands;, the expectedratio betweerthe numberof objectsin s; ands; is equal
to theratio of the weightsassignedo s; ands; ( i.e. l'%] % ). Equivalently, we can
saythata systemof senersis organizedf for every sener, the expectedratio betweerthe
numberof objectsin the sener andthe weight of the sener is equalto theratio between
total numberof objectsin the systemandthetotal weightin the systempor

I s é.j|Sj
WS éjws,-

De nition 7. Respeci cation takes place when one or more sub-clustersare added,
reweightedor removed from the con guration of the system. The physicaldevices cor

respondingo the sub-cluster(sjnay still be presentuntil after all objectsare movedto

their new seners.

De nition 8. Reorganizationtakesplacewhenobjectsaremovedbetweersenersin order
to bring asystembackinto a stateof organization afterrespeci cation.

Table4.1shaowvsvarioussymbolsandde nitions usedthroughouthe paper

4.1.1 De nition of Optimality

In this thesiswe will shaw the optimality ( undercertainconditions)of the numberof
objectsmoved by variousalgorithmsduring systemreoiganization. This sectionde nes



R Numberof replicasof a givenobject

S & S5 1 Setof all senerIDs in thesystem

C ¢ Cc 1 | Setof all sub-clustersn the system,where jCOle S
andci c¢j Owheni j

WS Weightassignedo seners

W G Weightassignedo eachsenerin subclustec;

IE The numberof objectsmappedo seneri

m ¢ Numberof senersin sub-cluster

n ¢ é'j })m sj | Numberof senersaddedto the systemprior to the seners
IN G

X Thekey of anobject

Z arandomnumber

p aprimenumber

Table4.1: Parametersisedto de ne datadistributionin RUSH

the precisecriteriafor optimality which the algorithmsmustmeet. We alsodiscusssome
implicationsof thede nition of optimality which we present.

During reoiganizationwe would ideally lik e the systemo move the minimumnumber
of objectspossiblejn orderto consere network resource®r minimizetheamountof time
of ine in the event of an of ine reoganization. From this requiredbehaior comesan
intuitive de nition of optimality:

De nition 9. A reomganizationcanbe consideredptimal if moving fewer objectswould
resultin asystemwhichis notorganized.

Thefollowing Lemmaimmediatelyfollows from this de nition of optimality:
Lemmal. Whenanorganizedsystenof servesis respeci edbyaddinga new sub-cluster
andall old servesin thesysten{meaninghe serves which wetre part of the systenbefore
the re-speci cation)retain their relative weights,thena reomganizationis optimal if and
onlyif for everyobjectwhich movesduring thereorganization that objectmovesfromone
of the old sub-clustes to the new sub-cluster

Proof. Assumethat the conditionsof Lemmal hold. Thatis, an organizedsystemhas
beenrespeci edby addingnew sub-clustersandall old senersin the systemretaintheir
relatve weights.

Now, assumethat the reoiganizationis optimal, but there exists someobject which
movesduringthe reolganization but doesnot move to a newly addedsener. Speci cally,
supposehe objecto movesbetweertwo senerss; ands;, both of which werepartof the

10



systemprior to therespeci cation.Sincew s; andw s; did notchangejn orderto retain
theratio 'l—‘zl , for every objectwhich movesfrom s to sj, we musteither

1. move objectsfrom someothersenersg to s

2. moveobjectsfrom sj to s, or

3. bothof theabove

Butin the rst andthird casespneof the objectswhich movedfrom s, to s couldhave

moveddirectly from s, to sj, andtherewould have beenno needto move theobjecto from
s tosj. Thisis acontradictiorwith ourassumptiorthatthereoiganizations optimal,since

we could have eliminatedat leastone objectmovementandstill retainedthe correctratio

I's
I'sj -

Similarly, in the secondandthird casesone of the objectswhich moved from s; to
sk could have moved directly from s to s, andtherewould have beenno needto move
the objecto from s to s;. This is also a contradictionwith our assumptiorthat the
reoiganizations optimal.

We have thereforeprovedthatif anre-olganizations optimal,andit meetsthe criteria
statedin Lemmal, thenall of the objectswhich move duringthe reoiganizationmove to
oneof thenewly addedseners.

Next, we shaw thatif are-olganizationmeetsthe criteriastatedn Lemmal andall of
theobjectswhich move duringthereoiganizatiormove from oneof theold sub-clusterso
oneof thenewly addedsub-clustersthenthere-olganizations optimal.

Assumethe contradictionof theabove statementThatis, assumehatare-oiganization
meetsthe criteriastatedn thelemmaandall of the objectswhich move duringthereomga-
nizationmove from oneof the old sub-cluster$o oneof the newly addedsub-clustershut
there-oiganizations notoptimal.

Sinceall of the objectswhich move during the reoganizationmove from one of the
old sub-clusterso oneof the newly addedsub-clustersa givensener cannot both“lose”
objectsand“gain” them. In otherwords,let L bethe setof all senersfrom which objects
aremoved,andlet G bethe setof all senersto which objectsaremoved;theintersection

L G mustbeempty

11



Sincethe intersectionL G is empty for every objectwhich moves, the numberof
objectsin someseners, L goesdown, andthenumberof objectsin somesenersg G
goesup.

If the re-oganizationis not optimal, thentheremustbe someobjectmovementwhich

canbeeliminatedwhile allowing thesystento remainorganized.Sincethere-oiganization

S.'S WS

causeshesystemto bein a stateof organizationby de nition), s S; ‘s ws

But if oneof the objectmovementds eliminated(say betweenour examplesenersL

andG),thenl s | § ,andl sg | sg,wherel indicateshevalueof thefunction
| whenthe object movementin questionis eliminated. Therefore,it must be the case
thatlI SS(L; || SS(L; \‘:V"Ssé , which meansthat the systemis no longerorganized.This is a

contradiction.

We have thereforeshown thatif are-oganizatiormeetshecriteriastatedn thelemma
andall of the objectswhich move duringthereoganizationrmove from oneof theold sub-
clustergsto oneof the newly addedsub-clustersthenthere-olganizations optimal. O

We will useLemmal to help shaw the optimality of the algorithmswe discussn this
paper

As a nal note,whenthe respeci cationincludesa modi cation of the weighting of
seners,thenoptimality becomesnoredif cult to demonstratehut canbe demonstrateth

mary casesReweightingis sub-optimalin somecases.

4.2 Algorithm Fundamentals

The two algorithmswhich we presentin this thesishave the samegeneralstructure.
This sectionpresentsan abstractview of the functioningof the algorithms. Pseudo-code
for theabstractlgorithmis presentedn Figure4.1.

Senersin the systemare organizedinto sub-clustergseeDe nition 2). In orderto
decideonwhich sener(s)agivenobjectbelongsthealgorithmsrst selectan which sub-
clusteran objectbelongs. Oncethe algorithmshave decidedon a sub-clusterthenthey
choosea sener within the clusteron which to placetheobject.

12



c themostrecentlyaddedcluster

while (objectsremainto be mapped)
for key k, decidewhether/hav mary objectreplicasbelongin clusterc
mapeachobjectwhich belongsn clusterc to somesenerin ¢
changec to the clusteraddedmmediatelybeforec

Figure4.1: Pseudo-codér mappingthe replica(s)of an objectto a sener (or

9986868888888
988888886

(b) Step2

Figure4.2: Two stepsin thelookup procesdor a systemwith threesubclusters

In orderto decideon which cluster(s)a given objectbelongs,the algorithmsusean
iterative! algorithmwhich intuitively simulatesthe procesf addingsenersto a parallel
systemof seners: Whena sub-clusteof senersis addedo a systemwe move randomly
choserobjectsfrom existing senersto the new seners.

Similarly, whenwe look up the sener(s)to which anobjectbelongs,we determinef
that objectshouldbe allocatedto the mostrecentlyaddedsub-cluster Again, we decide
this questionrandomly basedon the objectid of the objectin question.If it turnsout that
the objectis allocatedto the sub-clusterthenthereis clearly no needto checkthe other
seners. On the otherhand,if the objectis not allocatedto the sub-clusterthenwe must
checktherestof theseners,asif the newvestsub-clustedid not exist.

In Figure4.2,we seea systemwith threesubclustersandatotal of thirteenseners.In

Thealgorithmsmay be betterviewedastail-recursie thaniterative, but thatis a questionof semantics

13



thefollowing paragraphwe stepthroughthe generaRUSHIlookup processisingasimple
algorithmwhich ignoresreplication,weightingandotherconsiderations.

In the rst stepof thelookup (seeFigure4.2(a)),to decidewhethera particularobject
belongsn the mostrecentlyaddedsubclusterwe hashthe object's key to avaluebetween
0 and 1, and comparethis hashvalueto the ratio 1i3, where4 representshe numberof
senersin themostrecentlyaddedsubclusterand13 representthetotal numberof seners
in thesystemlf thehashvalueis Iessthan1i3, thentheobjectis locatedn themostrecently
addedsubclusterandwe usea hashfunctionto locateit there.

Otherwise we mustlocatethe objectin the restof the system(seeFigure 4.2(b)) by
applyingthe sameprocessrecursvely. Ignoring the mostrecentlyaddedsubclusterwe
view the systemasit looked beforethe mostrecentlyaddedsubclustewasadded.In this
casethe“mostrecently”addedsubclustehadfour seners,andtherewerenine senersin
the systemtotal. This time, we comparea hashof the objectkey (usinga differenthash
function to avoid correlation),to the ratio g’, locating the objectin the “most recently”
addedsubclusteif the hashis Iessthang, andrecursingagainotherwise.

This treatmentprovidesa high level view of the way the RUSH algorithmsfunction.
RUSH becomesmore complicatedwhen it must supportweighting, object replication,
arbitraryreolganizationsandotherfeaturesnecessaryor large scalablestorageclusters.

4.3 Cluster Weighting and Replication

This sectiondiscussesveighting seners and clusters,and the replication of objects
to increasereliability. RUSH doesnot addressadjustingthe replicationof an objectto
increasearallelism.RUSHallows adjustablaeplicationhowvever (seeSection8.2),which
meansthat the replicationfactor of an objectcould be adjustedonline to achiare higher

throughput.

De nition 10. Let R bethenumberof replicasof a givenobject

De nition 11. LetC C1 bethesetof all clustersn asystem.

De nition 12. Letm:C beafunctionfrom thesetof all clustersto the setof natural

numberswhosevalueis the numberof senersin acluster
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De nition 13. Letw:C beafunctionfrom thesetof all clusterso thesetof rational

numberswhosevalueis theweightassignedo seners; S.

4.3.1 Cluster Weighting

In additionto allowing fastlookup and fast online reoiganization,an algorithm de-
signedto distribute dataon large distributed storagesystemsmust allow senersto be
weighteddifferently, sincewe canexpectthatwhennew senersarerequired,the capac-
ity or throughputof the senerswill be differentfrom thatof existing seners. In orderto
take adwvantageof thisincreaseatapacitywe mustbeableto allocatemoreobjectsto more
powerful seners.

Additionally, a good lookup algorithm shouldallow senersto be removed from the
systemoncethe costof maintainingthembecomesigherthanthe costof replacingthem.
We achieve this by allowing somethingstronger: arbitrary reweighting of sub-clusters.
Althougha sub-clustecanbe removedby settingits weightto zero,its weightcould also
be adjustedo accountfor con gurationerrorsor otherabnormakituations.

4.3.2 Replication

Xin, etal. reportthatthemeantime to failure (of asingledisk) in apetabyte-scal&l 0
bytes)storagesystemwill beapproximatelyoneday[35]. In orderto preventdataloss,we
mustallow for datareplication.Furthermorethe datareplicationschemeshouldguarantee
thatreplicasof the sameobjectget placedon differentseners,or the effect of replication
will benulli ed.
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5. RUSHp: Replication Under ScalableHashing using

prime numbers

RUSHp, shavnin Figure5.1,reliesonthefactthatmultiplyingsomenumber0 n m
by a prime p whichis largerthanm andtakingthe modulusm (i. e. np modm) de nes
a bijection betweenthe orderedsetS 0 m 1 andsomepermutationof S [9].
Furthermore the numberof uniquebijectionsis equalto the numberof elementsof S
which are relatively prime to m. In otherwords, multiplying by a prime larger thanm
permuteghe elementof Sin oneof f m ways,wheref is the Euler Phifunction[9],
asdescribedn Section5.4.

Again, x is the key of the objectbeingplaced, C is the numberof clusters,n cj is
the total numberof senersin the rst j 1 clusters,andm c; is the numberof seners
in clusterj, wherej 0 C 1 . LetRequalthemaximumdegreeof replicationfor
anobject,andr 0 R 1 bethereplicanumberof the objectin question.zands are
pseudo-randomaluesusedby thealgorithm.

Thealgorithmalsoassumeshatm ¢y R. Thatis, the numberof senersin the rst
clusteris atleastaslarge asthemaximumdegreeof replication.This makesintuitive sense
sinceif it were not true, therewould not be a sufcient numberof senersavailableto

accommodatall of thereplicasof anobjectwhenthe systemis rst broughtonline.

defRUSH- (%, 1, j):
mcj mcj wg
nci &l omg
z hashxjO0 nc mg
chooseaprimenumberp m c; basednhashx j 1
vV X zr p
z zr pmodnc mg;
ifmcj Randz m c;
maptheobjecttosenern ¢;  vmodm ¢;j
elseif m¢cj Randz R wcj andvmodR m g
maptheobjectto senern c; vmodR .
else
RUSH (x,1,j 1)

Figure5.1: Algorithm for mappingobjectsto senerswith replicationandweight-
ing.
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In the casewherem c; R, our algorithm (intuitively speaking) rst pretendsthat
the clusteris of sizeR. It thenselectonly thoseobjectreplicaswhich would beallocated
tothe rst m c¢; senersin ourimaginaryclusteror R seners. In this way, we canavoid

mappingmorethanonereplicato thesamesener. Whenm ¢; R, thenumberof objects
wc; R m ¢;j m cj
Cj m cj R ncj mgc;

whichgetmappednto clusterj is - sotheR factorcancels

completely

Also, notethat RUSHp utilizes a “parametric” hashfunction: a hashfunction which
takesmutlitple parameterandgivessomedegreeof randomnesacrossll of thoseparam-
eters.Parametrichashfunctionsarediscussedh Section5.1.

5.1 Parametric Hashesand Pseudo-randomNumbers

A parametrichashfunctionis a hashfunction which takes as parameterd¥oth a hash
codeandoneor more additionalparameters Sincethe hashfunction takes one or more
additionalparameterdt canreturndifferentvaluesfor the samehashcode,dependingon
theotherparameters.

The algorithmswe presentereusea parametrichashwith two additionalparameters.
Thehashfunctionis a simplemultiplicative hashwhich yieldsvaluesin therange O 1 :

hk Akmodl

whereA 01.

For our algorithms, the secondand third parametersare boundedand discrete,so
if the hashfunction hastwo additionalparameterg; and p,, with domainsP; and P,
respectrely, thenwe simply chooseP; P, (where is the Cartesiarproduct)unique
valuesfor A andstorethemin atableindexedby pl andp2. Theresultinghasfunctionis
in Figure5.2.

Sincethe hashfunction consistsonly of ( x ed precision)arithmeticoperationsall of
which canbe computedn constantime, the hashfunction canbe computedn constant
time.
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definit_hashPy, P,):
fori Oto P P»:
multiplier_table.append(random())

def hashkey, p1, p2):
return(key * multiplier_table[p1 P1 p2]) %1

Figure5.2: Pseudo-cod#or asimpleparametridhashfunction. P, andP, arethe
domainsof p1 and p, respectrely. '% 1' meangake everythingto theright of
thedecimal. Thefunction'random()" returnsarealin therange O 1 .

0.8 1
0.6
0.4 4

0.2 1

0 \ I T ’
0 0.2 0.4 0.6 0.8 1 0 0.2 0.4 0.6 0.8 1

(a) Correlationof hashvaluesof sequen- (b) Correlationof AS-183
tial keys

Figure5.3: Two dimensionalcorrelationof the hashvaluesof sequentiakeys
andthe AS-183generatar

If, onthe otherhand,we needa streamof randomnumberspnesolutionis to simply
computethe hashon eachvaluein a sequencef numbers.Unfortunately this procedure
revealsa very strongdependencen our hashfunction. In Figure5.3(a),we canseethat
whenhashx 0 is plottedagainsthashx 1 0, all of thesetuplesfall on the sameline.

Thusthis “random” numbergeneratois saidto be (very) dependent.

Figure 5.3(b) shaws, in contrast,that randomnumbersgeneratedy the AS-183 al-
gorithm [33] (for example)shav no suchdependence Since AS-183 can be seededn
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constantime, we cansimply generatehe seedfor AS-183 usingour hashfunction, and
thenutilize the streamof randomnumberdrom AS-183.

5.2 Correctnesof RUSHp

Letthetotalweightin thesystemW be&f yw ¢ m ¢; . Thefractionof thetotalweight
possesselly asenerin clusterj is thus%. We mustthereforeshaw thatthe expected
numberof objectreplicasownedby somesener j is % N R

We also must shav that no two replicasof the sameobject get placedon the same
sener, andthatobjectswill be randomlydistributeduniformly over all of the senersafter
thereolganization. Again, we canprove thesefactsusinginduction.

Usingasimpleinduction,we sketcha proofthatthe expectechumberof objectsplaced

in thenew clusterby this basicalgorithmis —"=—

— N, andthatobjectswill berandomly

distributeduniformly overall of the senersafterthereoiganization.

In the basecase,n ¢y 0, andz is modulusn cgu m cy m ¢p (andhence
Z m Cp ). Sincewe requirethatthe rst clusterhave atleastR seners,we will always
maptheobjectto senern ¢ vmodm cy vmodm cg whichisin the rst cluster
asdescribedn Figure5.1. v is a pseudo-randomumber(because is pseudo-random),
soanobjecthasequalprobability of beingplacedon ary of them ¢y senersin clusterO.
Thereforethe expectednumberof objectsplacedon a givensener whenthereis only one
clusteris ﬁ NR ——2— NR & N R whichiswhatwewantedto prove.

W Cp M Cg
Now,

X Z T P me X Z P

We canthereforeexaminethe x z modm ¢y term,andthe r p modmcy term
separately

Recallthat x is the key of an object. Sincex andz canbe ary value, both of which
are(potentially)differentfor eachobject,but the samefor eachreplicaof the object,x z
canbeviewedasde ning arandomoffsetwithin them ¢y senersin the rst clusterfrom
whichto startplacingobjects.
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(x+z)mod m

......

Figure5.4: The mappingof the orderedsetof integers 0 mc; 1 toa
permutatiorof thatsetusingthe function f x X z r p modm c;

pandm co arerelatvely prime,sofor agiveny, r p ¢, Yhasauniquesolution

modulom ¢y (seeSection5.4). In otherwords, p de nesabijectionfrom the orderedset
0 mcy 1 tosomepermutatiorof thatset.

Thuswe canthink of X z r p modmcy asdenotingsomepermutationof
the set 0O mcy 1, shiftedby x z modmcy .l In otherwords,if we rotate
the the last elementto the rst positionx z times, then we have the setde ned by
f x X z r p modm cy . Sincethisis alsoapermutatiorof 0 mcy 1 ,and
sincer m ¢y , eachreplicaof anobjectmapsto a uniquesener, asshovn in Figure5.4.

For theinductionstep,assumehateachclusteris weightedby somepersener (unnor
malized)weightw ¢; where0 | c, andthatall of theobjectreplicasin thesystemare
distributedrandomlyover all of the senersaccordingto eachsener's respectre weight
(de ned by thesener's cluster).

If we add a clusterc containingm ¢ seners,thenw ¢ m c is the total weight
allocatedto clusterc. Sincea given objectreplicais placedin clusterc with probability

L, theexpectechumberof objectsplacedin clustercis * 57— N R. Asin thebase

case the objectreplicaswill be distributedover the senersin clusterc uniformly, sothe

expectednumberof objectreplicasallocatedto a senerin clusterc is % N R, whichis

whatwe wantedto show.

1The numberof uniquepermutationsof 0 mco 1 which canbe obtainedby multiplying by a
co-primeof m ¢y is equalto the EulerPhiFunctionf m ¢y , asdescribedn Section5.4.
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Sincep de nesabijectionbetweertheorderedset 0 mc 1 andsomepermu-
tationof thatset,eachreplicathatis placedin clusterc is placedon a uniquesener (again,
seeSection5.4). Notethatat mostm ¢ out of R replicasof a givenobjectcanbe placed
in clusterc, sincetheotherR m ¢ replicaswill be mappedmod R to valueswhich are
greatethanorequaltom ¢ whenmc R

By theinductionhypothesisywe know thatobjectsaredistributedrandomlythroughout
the systemaccordingto the weightsof eachsener. So for a randomlychosenkey, the
probability that the objectcorrespondindo thatkey is locatedon sener s; is % Since

the numberof objectsmoved to sub-clusterc is 57~ N R, the expectednumberof

objectsmovedfrom s to cis

forary s c. Furthermoretheratio of the expectednumberof objectsmovedfrom ary
twosenerss s; cis

wcmc W G
W N R Wwg
wcmc W Cj W C;
w— N R =g J

so the expectednumberof objectsmoved from eachsener is proportionalto the weight
of eachsener. Sincewhetheror not a particularobject moved is determinedusing a
pseudo-randomrocessthedistribution of objectsoverthesenersnotin clusterc remains
distributedrandomlythroughouthe systemaccordingto theweightof eachsener.

Finally the decisionof wherein clusterc to placean objectreplicais also pseudo-
random(since s is random), so objectsget distributed uniformly to every sener in c.
Therefore the systemis reoiganizedin the event of a respeci cation,andobjectsremain
randomlydistributedthroughouthe systemaccordingto the weightsof eachsener.

5.3 Optimality of reorganizationfor RUSHp

To understandvhy RUSHe is (statistically)optimalin the numberof objectsmoved,
it helpsto considerit asa tail-recursve ratherthaniterative algorithm. In eachstepof
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therecursionwe simply determinewhetherthe objectbelongsin the mostrecentlyadded
sub-clusteror anotherone. If it movesto the mostrecentlyaddedsub-clusterthenwe
have metthe predicatef Lemmal. Otherwise the objectremainswhereit wasbefore
theorganizationagainmeetingthe predicate®f theLemma.

Sincethepredicate®f Lemmal aremetregardlesof whetheranobjectmovesor not,
we know thatreoiganizationrunderRUSH- movesanoptimalnumberof objects.

5.4 ChoosingPrime Numbers

RUSH- relies on an efcient methodof choosingrandompermutationof a set of
integers(andhencesener). To choosepermutationsRUSHp usesa propertyof modular
multiplication which implicitly de ne bijectionsbetweenpermutationsof a set. In this
sectionwe discusghreekey facts:

1. Eachco-primeof mde nesabijectionbetweertheorderedsetof integers 0 m

1 andapermutatiorof theorderedset.
2. Thenumberof uniquebijectionsde ned by co-primesof mis equaltof m .

3. A randomdraw from alargesetof primesis statisticallyequialentto arandomdraw

from the setof co-primesof m
Takentogetheythesefactsallow the algorithmto selectpermutation®f the setof seners

in a clusterby simply choosinga randomprime number
Remark 1. Each co-primeof m de nes a bijection betweenthe ordered set of integers
0 m 1 andapermutationof the orderedset.

Remark1 follows directly from LemmaZ2. Before statingthe lemma,we introduce
somede nitions.
De nition 14. Theleastresidueof amodulusa modm istheuniqueinteger0 r m
suchthata gm r, whereqis someinteger.
De nition 15. The setdenoted , is the setof all non negative integerslessthanm. In
mathematicalerms, ,, X 0O X m
De nition 16. The setdenoted , is the subsetof 1, suchthatall the elementsare co-
primewith m. In mathematicaterms, ,, x mgpgedxm 1
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The following lemmatells us that the operationof multiplying by someco-prime
a m de nes a bijection f3: m betweenthe setof non-ngative integersless
thanm, andsomepermutatiorof thatset. A simpleproof of Lemma2 canbefoundin an
introductorynumbertheorytext [13].

LemmaZ2. ifgcdam 1, thentheleastresiduesf

a 2a 3a m 1a modm

are
123 m 1

in someorder.
Lemma 3. Thenumberof uniquebijectionsde ned by co-primesof mis equaltof m
We mustintroducesomeafew de nitions andlemmasto prove Lemmas3..

De nition 17. Thenumberof integersin theset |, is describedy the Euler Phi Func-
tion:

wherep m meanghesetof all p suchthat p is afactorof m[9].

We will demonstrat¢hatthe numberof uniquebijectionsis equalto f m by shaving
thattheremustbe at leastf m uniquebijections,andthenshowing that therecanbe at
mostf m uniquebijections.

To seethattheremustbe at leastf m differentbijectionsbetweerthe orderedsetof
non-n@atve integers,considerthe elementl m- Multiplying 1 by somea m Will
alwaysyield a, sincea modm  a. In otherwords,f, 1  aforalla  , sofa must
bedistinctfor distinctvaluesof a. Sincetherearef m distinctvaluesof a, theremustbe
atleastf m differentbijections.

To show thattherecanbeatmostf m uniquebijections,we will needa smalllemma.

Lemma4. Thecorverseof Lemma2 is alsotrue.
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Proof. Letgcdam d 1. Inthatcasewe canrepresent asd§, andmasdy. Since

§ m,itisclearlyintheset . Thus,theproductof aandy is

By thede nition of themodulusfunction,thismeanghattheleastresidueof aj modm
is 0. But the leastresidueof a 0 modm is 0 aswell, soa doesnot de ne a bijection

fa: m m-

O

Finally, we will useLemma4 to shav thatevery co-primeof mis congruentmodulom

tosomea |,

Proof. For somec suchthatgcdc m 1, letr¢ betheleastresidueof c modulom. Since
a modm b modm modm ab modm , multiplying by c modulom s equialentto
multiplying by rc modulom, meaningthatthey de ne thesamefunctionfc: m-
Now, usingproof by contradictionassumehatr m- Thengcdre m 1, by the
de nition of . By Lemma4, r. doesnot de ne a bijection f,_: n m- But we
shaved above thatmultiplying by c is equivalentto multiplying by r.. Sinceby Lemma2
multiplying by ¢ de nesabijection,this is a contradiction.
0]

Sinceevery co-primeof m is congruentmodulom to somea m andevery other
integerdoesnotde ne abijection,therecanbeatmost [, f m bijections.Sincethere
alsomustbeatleastf m bijections,theremustbeexactlyf m bijections.

Remark 2. Arandomdrawfroma large setof primesis statisticallyequivalento arandom
draw fromthe setof co-primesof m

This is a direct corollary of the Prime NumberTheoremfor Arithmetic Progressions

which hasrecentlybeenreprorzedusingelementaryproofs[16].
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5.5 Theoretical Complexity of RUSHp

In this sectionwe demonstrateéhat our algorithmhastime compleity of O n where
n is the numberof sener additionsmade. As notedin Section5.4, appropriateprime
numberscan be chosenin O 1 time. As notedin Section5.1, the hashfunction used
in RUSH- canbe computedin constanttime. The restof the operationsare x ed width
arithmeticoperationssoevery operationinsidetheloop of RUSHp runsin constantime.

In the worst case,an objectreplicawill be placedin the rst sener cluster in which
casethe algorithmmustexamineevery clusterto determinewherethe objectbelongs.An
adwersarycould chooseonly keys which resultin objectsbeing placedin the rst sub-
cluster in which casethe algorithmwould executen loops. In thatcasethe algorithmwill
runin O n time.

The averagecasedepend®n the sizeandweightingof the differentclustersandthus
is not a good metric for performance. If the weight and clusterssizesare distributed
evenly, thenclearlywe will need,on average] iterations,in which casethe averagecase,
like the worst case,is O n . We believe, however, that newer clusterswill tendto have
exponentiallyhigherweights,so thatin the averagecase we only needto calculatelogn
iterations,thusreducingthe averagecaserun-timeto O logn . We verify this empirically

in Section?.1.
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6. RUSHR: Support for Removal

We have designed secondalgorithm, RUSHg to speci cally addresgshe problemof
sub-clusteremoval. In a systemwhich grows overtime, the newver senerswill eventually
containmostof the objectin the system sincedisk capacityandthroughputs increasing
exponentially The older disks,while beingslower andsmaller will begin to fail asthey
age,andeventually the costof maintainingthemwill be higherthanthebene t of keeping
them.At thattime, they shouldberetired.

RUSHg allows disksto be retiredby solving a slightly moregeneralproblem: how to
reweight a sub-clusterarbitrarily. In otherwords, RUSHg allows the administratorof a
systemto changethe weightingparametersn one(or more)sub-clustersvithout causing
all (or most)of theobjectin the systemto move.

If onecanreweightaclusterthenclearlyonecansetasub-clustesweightto 0, causing
all objectsin that sub-clusteto move to anothersub-clusterandallowing the senersin
thatsub-clusteto beremovedfrom the system.

RecallingthatR representthe numberof replicasof someobject,k is the objects key,
andSis thesetof possiblesenerids, RUSH is afunction

Ao K

In otherwords, RUSHg can be considereda function from a key and somenumberof
replicasRk to an R-tupleof senerids. Note thatthis differs from RUSHp, which mapsa
givenobjectid/replicaid pairto asinglesenerid.

As mentionedabore, RUSHg follows the basicstructuredescribedn Figure4.1. It
examinessub-clusteran the systemstarting with the most recently addedsub-cluster
anddetermineghe numberof replicaswhich belongin that sub-clustebasedon a draw
from the hypegeometricdistribution (seeSection6.2 for detailson the hypegeometric
distribution). Onceit hasdeterminechow mary replicasof anobjectbelongin the sub-
clusterbeingconsidered(say replicas),it selects senersrandomlyfrom that cluster If
all of the replicashave not beenallocated(ie R t 0), thenthe algorithm continues
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definit
forj Otoc 1:
m Cj m Cf w Cj
9 |

n c; ai om ¢
endfolr ' o I
defRUSH: xR j I

seedherandomnumbergeneratomwith hashx j 0
t max0R ngc;
/I H is adraw from theweightedhypegeometriadistribution
u t HR tnc¢ tmgc ngc twg
if u Othen
seedtherandomnumbergeneratowith hashx j 1
y chooseu m c;
reset
addn c; toeachelementny
appendy to |
R R u
end if
ifR O:
return |:
else
return RUSH: xR j 11

Figure6.1: An algorithmfor mappingall replicasof an objectto corresponding
Eer\ers. De nitions for thevariablesareconsistentvith Section$4.3.1,4.3.2and

with the next mostrecentlyaddedsub-cluster Figure 6.1 shows the pseudo-codéor the
algorithm,andFigure6.2 showv the pseudo-cod&or the selectionalgorithm.

The needto guaranteghatR replicasgetallocatedfor any valueof k andR (provided
that R n of course)contritutesto the complity of RUSHg. In orderto make this
guaranteethe algorithm computesa minimum numberof seners from the currentsub-
clusterto beallocated denotedast. Thusthe parametersor the dravs from theweighted
hypegeometriadistribution getadjustedoy t, andt is addedto theresultof thedraw.

Weightingcausesnothercompleity. Insteadof dealingwith numbersof seners,we
mustkeeptrackof cumulatve weightandperclusterweightfor eachcluster

6.1 Choosingserversin asub-cluster

RUSHs reliesusesa subroutinewhich canchoosek elementdrom a setof n integers,
without replacement. The algorithm describedby the pseudo-coden Figure 6.2 does
this with time-comple&ity Q k , notincludinginitialization whichis Q n . Thealgorithm
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definitChoose(n)
a n 1 0 n 1

defchoosq k, n)

fori Otok 1
?eneratearandomintegero z n i
| swapa; anday i 1
ri oz
9 anij1
an i1 T

endfor

returnr

defreset

fori 0 k 1
C anki
ifc n k

a: ¢
n k i

an ki
endfor

Figure 6.2: Algorithm for choosingk integersout of 0 n 1 without
replacement.

avoids payingthe initialization costmorethanonceby simply resettingthe valuesin the
arrayto their original valuesoncethe arrayof chosenvalueshasbeenconstructed.

Figure6.lillustratesanexamplerunof the algorithm,wherek 4andn 10.
In Step0, anarrayis initialized. Thisinitialization only hasto be doneonetime. In Stepl
throughStep4, simply swapsthevalueatindexn i 1 with arandomlocation
in the arraywith index lessthann i 1. This correspondso the rst loopin the
pseudo-codeln Step5 throughStep8, returnsthe arrayto its initial stateby
iteratingthroughthe choservaluesatthe endof thearrayandresettingooththelocationof
thechoservalue(atindexn k i), andif necessaratthelocationwhichshouldholdthe
valuewhichis atlocationn k i. For example,in Step5, thevalueatlocationn k i
(inthiscasen k i 7)is2,s0 setsthevalueatindex 2 to thevalue“2”, and
alsosetsthevalueatlocation? to thevalue*7.”

It mayoccurto thereaderthatwe could optimize by simply notresettingthe
arrayto its initial stateat the endof the algorithm,sinceeachelementn the arrayhasan
equalprobabilityof beingchoseranyways. While this would certainlywork if eachcall to

hadthe samevaluefor n, it doesnotwork in thecasewheren varies. IS
designedsothatwe canreusethe samearrayregardlessf n aslongasn canbeboundedo
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[1]2fs[4]5]6[7[8]opof [1]2]3fof5]6]7[8[o]4] [1[2]3fofs5[69]8]7 4]

N

(a) Step 0: Initialize array (b) Step 1. Swap the (c) Step2: Swaptheninth
if notalreadyinitialized tenthelement(10) with the element(9) with the sev-
fourth element(4) enthelemen{(7)

[1]2]3 I@WMI |1|wuol7 [4] Illlww?lﬂ

(d) Step3: Swaptheeighth (e) Step 4: Swap the sev- (f) Step5: Setthe second
element(8) with thefourth enth element(9) with the elementto 2 and the sev-
element(10) seconctlement(2) enthelemento seven

[1]2fs[8]s]6f7] [7]af [1]2]3f8|5]6]7[8[&]4] [1]2]3] [5[6]7[8]9]#]

N

(g) Step 6: Setthe eighth (h) Step 7: Setthe ninth (i) Step 8: Setthe fourth
elemento 8 elemento 9 elementto 4 andthe tenth
elemento 10

Figuge 6.3: Choosingfour randomnumbersfrom a setof ten without replace-
ment.

somemaximumvalue. In the casewheren is lessthanthe maximumvalue,thenthe upper
elementsaresimply unused.

For to becorrect,it mustchoosek distinctnumberdromtheset 0 n 1,
giving eachnumberin the setequalprobability of beingchosenlInformally, sincek swaps
arandomelementin the setwith the lastelementin the array (set)andremovesthe last
remainingelementin the array (by decrementinghe end-of-arrayindex), can
not choosethe sameelementtwice. Furthermoresincein eachiteration selects
a randomelementfrom the arrayof n i elements(by generatinga randominteger in
therangeO n i 1usingauniformrandomnumbergenerator)eachof theremaining
elementhasanequalprobability of beingselected.

In orderto reinitializethearray we simply obsere thefollowing factabout
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only “chosen”valuesandvalueswhich aregreaterthanor equalton k 1 move. To see
thatthisis true,obsene thatfor each“choice; two valuesmove; thechoservalueandthe
valueatindexn i 1. Thevalueatn i 1 mustbegreatethanorequalton k 1
sinceit is eitherthe original value(in caseit isthevaluen i 1whichis greaterthanor
equalton k 1), orit waspreviously swappedwith with valuen | 1,wherej i (in
which caseit alsogreaterthanor equalton k 1sincek i j).

The time compleity of canbe seenby simply observingthattherearetree

loopsin (includingthe copy of thechoserelements)eachof which executes
only elementaryperationsEachfor loop executesk times. hastime compleity
Qk.

As a nal note, if usesthe samesequencef randomnumbersthenif we
call with a differentk parameter(sayki k»), thenthe rst k, “choices” will
bethe samefor bothcalls. In otherwords,for two calls utilizing the samepseudo-random
sequencehut with differentk parametersthe ko-pre x of the resultsof the two callswill
beidentical. This factwill beimportantwhenwe prove the optimality reoiganizationof
RUSH (seeSection6.4).

6.2 Drawing from the WeightedHypergeometricDistrib ution

The hypegeometricdistribution is a discretedistribution which is similar to the Bi-
nomial distribution, exceptthat samplesare taken without replacement While for large
populations samplingwith or without replacemenmakeslittle difference,in small pop-
ulationsreplacemenimakesa marked difference. Small populationsmight be considered
arything lessthanathousandr so. Sinceour algorithmwill typically needto samplefrom
smallpopulationsvhenthe decidingwhetheror not to placean objectin the leastrecently
addedclusters,and often even on the mostrecently addedclusters,the hypegeometric
distribution providesthe mostaccuratesamples.

The hypegeometriadistribution functionis typically de ned in termsof threeparame-
ters:

HrnN :
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with thefurtherconstraintghatr N andn N. r representthenumberof dravsto make,
n representshe numberof positivesin the pool beforesamplingbegins,andN represents
thetotal numberof positvesandnegativesin thepool. In thecaseof anunweightedsystem
of disks,r correspondso thenumberof replicasstill needingo beplacedn correspondso
the numberof disksin the sub-clustebeingconsideredandN correspondso the number
of disksin all of the sub-clustersaddedpreviousto the sub-clustebeingconsideredplus
thenumberof disksin the sub-clustebeingconsidered.

Intuitively, we mustsamplewithoutreplacemenbecausencewe have decidedo place
an objectreplicaon a particularsener, that sener is no longer available for placement
of otherreplicasof the sameobject. In otherwords, if we samplea “positive” thenwe
have chosera sener in the sub-clustebeingconsideredo hold oneof the objectreplicas
(althoughwe have not determinedwhich sener in the sub-clustemwill hold the object.
Alternatively, if we samplea“negative;” thenwe have choserasenerfor theobjectreplica
in somesub-clustewhichwasaddedo thesystenmbeforethesub-clustebeingconsidered.

Thereare mary waysto samplefrom the hypegeometricdistribution, including it-
eratve sampling,ICDF calculationandsamplingand RejectionSampling. Our algorithm
imposedurtherrequirement®nthe samplingmethodologywhichlimit usto iterative sam-
pling. Fortunately the parameter$o the distribution functionwith which we samplemean
that(perhapsurprisingly)iterative samplingtypically performsbetterthanthe othermeth-
odsarnyways.

Speci cally, the samplingalgorithm:

mustbe monotonicwith respecto changesn the numberof samplegaken(r)

mustsupportweighteddrawvs, wherethe weightscanbeary realnumber
Considetthe rst requirementthatthesamplingalgorithmmustbemonotonicwith respect
to the changesn the numberof samplegaken. This meanshatif we increaseher pa-
rametetby somevalued, we areguaranteethatH r dn N  H r n N . Monotonicity
is importantbecauseve needto guaranteghat as the weight of a particularsub-cluster
(andhencetheratio ) goesdown, thatthe numberof replicasof a particularobjectwhich
get storedin that sub-clustereither decreasesr staysthe same. If this were not true,

thenwe would not be ableto apply Lemmal to prove optimality of reoiganization since
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clearlysomeobjectswould bemoving to asub-clusteotherthananewnly addedsub-cluster
namelythe sub-clustewheretheweightdecrease@seeSection6.4).

Clearly our samplingalgorithm must supportweighting if we can arbitrarily weight
sub-clusterssincethe parameten of the hypegeometricdistribution function essentially
representghetotal weightpossessely a particularsub-cluster

Intuitively, weighting a sub-clustelincreasegor decreasesthe numberof senersin
thatsub-clusterfor the purposef allocation. Thus,if therearen senersin sub-cluster
with weightw, thenthe sub-clustehastotal weightn w. Thus,makinga drav from the
poolof N senersandchoosingoneof then senersin thesub-clustein questiormeanghat
thetotal weightof the senerswhich arestill availablefor placingotherreplicasdecreases
by w. Mathematicallythenew totalweightis n 1w n w.

To understandvhy iterative samplingis the only methodologywhich meetsboth of
theserequirementsywe mustunderstandht a high-level how eachof thesemethodologies
work.

6.2.1 Sampling Methodologies

Perhapghe mostintuitive way to samplefrom the hypegeometricdistribution is to
simply malke r randomdraws from the set 0 1, and comparethem with the ratio g,
adjustingn andN aftereachdrav accordingto whetherdraws arepositives(i.e. thedraw
is lessthanor equalto ) or negatives(i.e. thedraw is greaterthan ).

Figure6.4 shavs pseudacodefor samplingfrom the hypegeometriaistribution using
aniterative algorithm. The algorithmdepictedin Figure6.4 alsoincorporatesveighting:
the calling functionmustalsopassin theweightby which n wasadjusted.This algorithm
followsourintuitive understandingf thehypegeometriaistribution: eachtime apositive
is dravn, thenumberof positivesin thepooldecreaseandeacheitherapositive or negative
is drawn, thetotal numberof positivesandnegativesdecreasesl his happensg times.

This algorithmsupportsveightingquiteelegantly: it ts with ourintuitive understand-
ing of weighting. It alsoturnsout to be monotonic,assuminghe samerandomnumber
sequencéor thedraws of z (we canassumehis becaus¢herandomnumbergeneratowill
be seededvith the samefunctionof the object's key, regardlesf weighting).
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defdraw (r, n, N, w)
c O

n n

NN

fori O r 1
generat@arandomnumberz 0 1

if z ﬁ then
c ¢ 1
n n 1
N N 1
return c

Figure6.4: An iterative algorithmfor samplingfrom the weightedhypegeomet-
ric distribution.
Lemmab. For a xed sequencefrandomdraws,thealgorithmin Figure 6.4is monotonic

with respecto changesin theratio .

Proof. Letr % representhe ratio betweenn andN for somecall to the algorithmin
Figure6.4. Letr
algorithm. Let p; and p; be the correspondingiumberof positve samplesafter the ith

r be someotherratio betweenn andN for somecall to the same

iterationof thetwo respectre calls.

If we canshawv that for every iteration p;  pi, then clearly we have shovn that
Lemmas is true sincethe algorithmin Figure 6.4 returnsthe value of p; (or p;) where
j istheindex onthelastiteration.

Firstobserethatp, po O, sotheconditionholdsfor iterationO. Next, obsenethat
in orderfor the conditionto befalse,theremustbe someiterationfor whichr  r, sothat
whenasamplezisdravn,r  z r. Butsincer wasinitially greatethanr by de nition,
theonly way for r to begreaterthanr is if at someprevious pointtherewassomedraw z
forwhichr z .

Assumethatthereis some(possibleempty)sequencef draws for whichthedravs are
alwayseithergreateithanbothr andr orlessthanbothr andr. After thatsequencethere
isadrav zsuchthatr  z r, afterwhichthereis anothersequencék e theonedescribe

above. At this pointwe cancalculatethat,




and

wherei representsheiterationat which we make the calculation.
If, atthis point, we draw a z suchthatr z r (andwe mustin orderto nd an
iterationsuchthatp;,  pj), thenwe canrecalculate andr :

] n pp n p
N b N i
and
n p
N

sincec andc mustagainbeequal.

Sincec andc areagainequal,andr is clearly greaterthanor equalr we arenow at
samesituationwe werein the beginning. Therefore,therecanbe no iteration suchthat
P B

0]

Theiterative algorithmabove might raiseconcernsaboutperformanceif the degreeof
replication(R, which correspondso thedistributionfunctionparameter) is high, thenthis
algorithmwill iteratefor alongtime. In orderto quantifythisconcern} exploredtwo other
optionsfor making draws from the hypegeometricdistribution: rejectionsamplingand
the applicationof a uniform draw to the hypegeometricdistribution's inversecumulatve
distribution function (ICDF).

Rejectionsampling[12] is a very fastmethodfor makingdraws from arbitrarydistri-
bution functions. Unfortunatelyit is not monotonic;we will omit a proof in the interest
of brevity. It is alsonot clearexactly how to calculatethe densityof the hypegeometric
distribution whenthe weight parameters introduced. Therefore we turnedto the hyper
geometridCDF.

The hypegeometridCDF is monotonicaslong asthedistribution doesnot needto be
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Figure6.5: ICDF andlteratve samplingfor variousparameterslterative sam-
pling is fasterunless is atleastl14 of 15, dependingnthe parameters.

weighted.As soonaswe introducetheweightparametehowever, it losesits monotonicity
undertheschemeshatwe wasableto develop.

Thesdif culties, however, aresurprisinglymoot. Figure6.2.lillustrateshataslongas
theparameter islessthanl2,it is fasterto usetheiteratve samplingmethodbecausef the
overheadassociateavith calculatingthe ICDF. Furthermoredependingnthe parameter
the cross@er point may be even greater Sincer canbe no greaterthan the degree of
replicationfor anobject(whichwill typically bearound3 or perhapst), we clearlyshould

usethe simplerandfasteriteratve method.
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6.3 Correctnesf RUSHR

To shav that RUSHg allocatesobjectreplicasaccordingto the distribution of weights
over all of the senersin the systemwhena new sub-clusteiis addedto the system(i.e. it
reorganizeshe systemin the eventof arespeci cationwherea sub-clusterss added), we
canuseasimplemathematicainduction.

Proof. BaseCase: In the basecase,thereis one sub-clusteiin the system. If thereis
one sub clusterin the system,the all of the senersin the systemmust have the same
weight, by de nition of a sub-cluster Sinceall of the senershave the sameweight, we
expectthatthedistribution of objectreplicasovertheeachseneris uniform. Thealgorithm
“ " (Figure 6.2) distributesobjectsuniformly over a sub-clustersinceassuming
thatthe pseudo-randomumbergeneratoprovidesindependentiravs, (seeSection6.1),
andsincethereis only one sub-clusterthenthe objectsmustbe distributedaccordingto
theweightsassignedo eachsener, which areassignediniformly acrossa cluster

Induction: Assumethatthe systemis organized(seeDe nition 6), andwe adda nev
sub-clusterc. As in Algorithm 1, let n éjc 1W Cj lc ¢j bethe total weight of all the
senersaddedpreviousto the senersin sub-clustec (notethatthisimpliesthatC doesnot
containthenew clusterc). Letm wcl¢c c.

Considera drav from the weighted hypegeometricdistribution (see Section6.2).
Whendrawing from theweightedhypeigeometriadistribution, eachpositive drav reduces
the total weight of all of the positvesby w, and eachdraw (either positive or negative)
reduceghetotal weightby w. Similarly, whenselectingwhereto placean objectreplica,
eachtime we choosea sener in sub-clusterc, we reducethe numberof senersavailable
for placingreplicas.In thatcasetheeffective valueof mwill decreaséy w. Eachtime we
selectasener, thevalueof n  mdecreaseby w.

Thusif wemakeadravX Hrmn mwc ,theexpectationof X is
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The expectationof X is thereforetheratio betweerthetotal weightof the sub-clustem),
andthetotal weight of all of the previously addedsub-clustersplusthe sub-clusterunder
consideration{ m), multiplied by the numberof replicas(r).

Now, considerthe setof every objectstoredin the systemO. For every objectstored

in the system,therearer replicas. The expectednumberof objectsplacedin the new

wclecc
nm

sub-clusteis Or .. Expandingthetop min this expressionwe get O r
The expectednumberof objectreplicasin eachsenerin the sub-clustemwill thereforebe
Or % or the total numberof objectreplicasmultiplied by the fraction of the total
weightin the systemownedby oneparticularsenerin the sub-cluster

Finally, recallthatl isafunctionwhich,givenasener, returnsthe numberof objects
in thatsener (notto be confusedwith |.: SeeDe nition 3). For ary senerin the system
(beforethecurrentrespeci cation)s S if | s designateshenumberof objectin sbefore
the respeci cation,then after the respeci cation,the expectednumberof objectsin that
senerwill bel s p, wherep designatethe numberof objectsmovedto thenew cluster

Since X is a randomvariable, eachobject replica has an equal chanceof moving
to the new cluster Therefore,the expectednumberof object replicasmoved from a
givensener is proportionalto the numberof objectslocatedon thatsener| s. By the
inductive hypothesighe systemwas organizedbeforethe respeci cation,in which case
senerswouldcontain O r% objectsandtheratio of thenumberof objectswhichwould
move from s to the new clusterwould be *=>. p thereforeequals O r*=> " and
ls p Or®=>1 M.

Sincewe shoved above that the expectednumberof objectsplacedin a senerin the

new clusteris O r %,andwc WS S G theratiobetweerthenumberof objects

in asener s in the new subclustelanda sener s from a previously addedsubclusterwe
have
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Therefore,by the de nition of organization(seeDe nition 6), the respeci cationof a
systemby addinga sub-clusteresultsin areoiganizedsystem. O

For the casen whichtheweightsof existing senersareexplicitly adjustedywe canuse
the sameargumentasabove: we simply startwith the sub-clustemwhich wasadded rst,
andaddtheclusterswith thenew weightsoneatatime usingthesamenductive procedure.

Notethatthis processs only for the sale of proving correctnessatherthancomputa-
tional compleity of ef ciency. As we discussbelow, the actualalgorithm (asopposedo
theinductive procedurausedby the proof) is often optimal or nearoptimalin the number
of objectreplicasmoved(Section6.4),andvery fast(Section7.1).

6.4 Optimality of reorganizationfor RUSHR

We canapplyLemmal to RUSHg to showv optimality of reoiganizationunderspeci ¢
circumstancedn orderto applyLemmal, we mustsatisfytwo criteria:

1. Thereoganizationcanonly entailaddingnew sub-clusters

2. All othersub-clustersnustretaintheir relative weights
If we meetthesecriteria,thenLemmal tells usthatthe reoganizationwill be optimal if
andonly if every objectwhich moveswill moveto the new sub-cluster(s).

Fortunately we chosea monotonichypegeometricdistribution samplingalgorithm
(seeSection6.2). Monotonicity of the samplingalgorithm meansthat as we decrease
the ratio betweenthe weight of a subclusterand the total weightin the system,we are
guaranteedhat for a given objectkey, then numberof objectreplicasallocatedto that
sub-clustewill staythesameor decrease.
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Sincethe only changein weightingthat occurredin our proposedeoiganizationwas
the additionof oneor moresub-clustersthe fraction of the total weight possesselly ary
of the pre-«isting sub-clustersnustdecrease.

Whenan organizedsystemof senersis respeci edby addinga nev sub-clusterand
all old senersin thesystem( meaninghesenerswhichwerepartof thesystenbeforethe
re-speci cation)retaintheir relatve weights thenareoiganizations optimalif andonly if
for every objectwhich movesduringthereoiganizationthatobjectmovesfrom oneof the
old sub-clusterso the new sub-cluster

1. Optimalwhenoneor moreclustersareadded

2. Sub-optimalunderreweighting: need€o be quanti ed

6.4.1 Theoretical Complexity of RUSHR

In this sectionwe preseninformal agumentsaboutthe time compleity of RUSHr.

As notedin Section5.1, the hashingbasedon a key andtwo parametersaswell as
seedingarandomnumbergeneratgrcanbedonein constantime.

If ouralgorithmfor samplingfrom the hypegeometriadistribution returnssomevalue
¢, thenit requiredO ¢ loopsthroughthe main algorithm. Sincethe algorithm mustbe
calledsufcient timesto returnR sener assignmentghe costof makingR assignmentss
OR h,orO1 hperassignmentwhereh indicatesthetime requiredfor eachloop in
the samplingalgorithm.

The RUSHg mustalso,in somecasesiteratethroughall of the subclustersn C before
decidingwhereto placeall R of the replicasof an object. Thusthe time compleity of
RUSHRisO R O C ,whereRis thedegreeof replicationof the objects,andC is the

setof all subclusterén the system.
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7. Performanceand Operating Characteristics

In this chaptemwe exploretheempiricalbehaior of RUSHr andRUSHg.

7.1 Performance

In orderto quantify the real world performanceof RUSHg, we simulateda storage
systemthat startedwith 10 disks, and added100 sub-clustersontaining10 disks each.
Note that performancegures would have beennearlyidenticalregardlessof the number
of disks per sub-clusterwe could have just aseasilyadded100 sub-clustersvith 1,000
disks each,and gottenthe sameperformanceaesultsbecauseahe time compleity of the
algorithmdepend®nly uponthe numberof sub-clusterspotthenumberof seners.

For eachcon guration of the systemwe simulatedthe lookup of onemillion different
objects,eachwith four replicas.We thendivided the total executiontime by four million
to getthe perobject,perreplicalookuptime. Usingthis metricallows usto generalizeéo
systemswith differentreplicationfactors,sincethe performancas linearin thereplication
factor Thesemeasurementsereperformedon a2.8GHzPentium4 machine.

20 .
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Figure7.1: Time perlookupperreplicaasthenumberof clustersncreasesvhen
weightingfor eachclusterremainsconstantandasit increases.

40



Theperformancef RUSHz depend®ntheweightingcon gurationof thesub-clusters.
In theworstcasethevastmajority of theweightin the systemis concentrateth theoldest
sub-cluster In that case mostobjectlookupswill needto checkevery sub-clustebefore
checkingthelastsub-clusteto locateall of thereplicas.

The commoncase however, will be thatasperdisk capacityincreasesthe weight of
sub-clustersvill increaseTherateatwhichit increaseslepend®nthefrequeng atwhich
sub-clustersreadded andtherateof capacitygrowth in disks.

Figure7.1shovstheperobjectperreplicalookuptime for a systemwith 4 replicasper
object,with variousgrowth ratesfor the capacityof the mostrecentlyaddedcluster If the
weightof eachnew clusteris 10%greaterthantheweightof the previouscluster thenthen
performancas logarithmicin thenumberof clusters. Evenwith 100clustersn thesystem,

theamortizedookuptime is lessthan4 or5ps.

7.2 FailureResilience

Whena sener fails, othersenerswhich containreplicasof the dataheld by the failed
sener musttake responsibilityfor the the work doneby the failed sener. In very large
clustersthe meantime betweerdisk failurescanbe onedayor less[35], sofailureseman-
tics of adatadistribution algorithmareimportantevenfor dayto day operation®of alarge
disk cluster

In a simplisticreplicationschemewherereplicasof the objectsfor a particularsener
aresimply distributedto (logically) nearbyseners,the senerscloseto thefailed disk will
experiencea severespike in offeredworkloadduringafailure. A large spike in workload
canin turn causesevereperformancelegradation andpossibleaggraatefurtherfailures.

RUSH addresseshis problemby distributing the replicasof the objectson a given
sener throughouthe entiresystem,accordingto the distribution of weightin the system.
Whenasenerfails,thework performedoy thefailedsener getsdistributedthroughouthe
entiresystem.

To verify that RUSH distributesobjectreplicasfor a particularsener throughoutthe

systemwe simulateda systemwith threesub-clustersEachsub-clustehas vedisks.We
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Figure7.2: Thedistribution of objectreplicasstoredon failedseners.A total of
40,0000bjectreplicasare storedin the system. Thereare threesub-clustersn
thesystemSeners1-5,Seners6-10andSeners11-15.

testedsystemsboth with evenweightandwith weightwhich increasesvith nenvly added
clusters.We inserted40,0000bjectsinto the systemand causedsenersto fail, looking at

thelocationof the objectreplicaswhich replicatedataon thefailed seners.

In Figure7.2(a),we seethedistribution of objectreplicaswhich replicatedatafrom a
failed sener. The graphshaow the distribution of replicasundertwo differentcon gura-
tions: evenweightandincreasingweight. We canseethat objectreplicasaredistributed

approximatelyevenly throughouton-failed seners.

Figure7.2(b)illustratesthatdistributing replicasto nearbysenerscausesery uneven
distribution of objectreplicasfor a givensener, andwill causea proportionatelyunesen
workloadin a failure situation. RUSH distributesdatain sucha way that whena sener

fails, theentiresystemsharesvorkloadfrom the failed disk.
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7.3 Data Distrib ution

Althoughwe have shawn thatthe the expectedhumberof objectsin a particularsener
is proportionalto the fraction of the total weightin the systemownedby the sener, we
have notdiscussedhow farthesenerwill deviatefrom the expectedvalue.

We canvisually examineFigure7.3to con rm thatasthe numberof senersincreases,
the objectsindeedspreadout to all of the seners. Furthermorethe even distribution of
objectsamongsenersin the sameclustersuggestshatthedistribution of objectsis indeed
proportionatto thefractionof thetotal weightownedby the sener. To verify theaccurag
of thedistribution, however, we mustintroducea metricof accurag.

We measurdhe accurag of the objectdistribution usingthe RootMean SquareError
(RMSE), a metric relatedto the standarddeviation that measureshe distancefrom the
expectedvalueratherthanthe meanvalue.It is normalizedo re ect percentagelifference
insteadof absolutaifferenceto facilitatecomparisorbetweendifferentexpectedvalues.

TheNormalizedRootMeanSquareError (NRMSE)is calculatedas
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Figure7.4: The averageNormalizedRoot Mean SquareError asthe numberof
senersandnumberof objectsincrease.

whereE. representshe NRMSE for someclusterc, y. representshe expectednumberof
objectspersenerfor clusterc, y; representthe actualnumberof objectsfor agivensener
i, andm c isthenumberof senersin thecluster

Figure 7.4 shavs the NRMSE averagedover all sub-clustersn a given systemasthe
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numberof seners andthe numberof objectsin the systemincreases.If the weight of
eachnew sub-clusteremainsconstantthenthe NRMSE remaingrelatively constan{after
reachinga plateau). On the otherhand,if the weight of eachnew sub-clustelincreases
exponentially (as we suspecit will in real systems)thenthe NRMSE decreasesasthe
numberof senersincreases.

Thesegraphssuggestshatwe cantrustthe systemto allocateobjectsaccordingto the
weightsof eachsener, with anincreasingdegreeof accurag asthe numberof objectsin

thesystemincreases.
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8. Operational Issues

8.1 Online Recon guration

RUSHs easilyallowsloadbalancingo bedoneonlinewhile thesystenis still servicing
objectrequestsThebasicmechanisnis to identify all of the“sets”thatwill move between
disks; this can be doneby iterating over all possiblekey values,typically 106-10’, to
identify thosesetsthat will move. This identi cation passis fast, relative to the time
requiredto actuallycopy objectsfrom onedisk to another During the processof adding
disks,therearetwo basicreasonsvhy the client might not locatethe objectat the correct
sener.

First, sener clustersmay have beenrecon gured,but the client may not have updated
its algorithmcon gurationandsener map. In thatcase the client canreceve anupdated
con gurationfrom thesenerfrom whichit requestedheobjectin questionandthenrerun
our algorithmusingthe new con guration.

Secondthe client may have the mostrecentcon guration, but the desiredobjecthas
notyet beenmovedto thecorrectsener. In thatcasethe clientcanproceedasif the most
recentreoiganizationhad not occurred. For example,if the mostrecentreoganization
wastheadditionof a sub-clusterandif the clientthoughtthatthe objectreplicashouldbe
locatedin sub-clusterj, but did not nd it, it cansimply rerunthe searchasif sub-cluster
j hadnot beenaddedyet. Onceit nds the object,it canwrite the objectin the correct
locationanddeleteit from the old one.

Differentsemanticgor objectlocking andcon gurationlockingwill be necessaryle-
pendingon other parametersn the system,suchasthe commit protocol used,but our
algorithmis equally suitedfor online or batchreoiganization. The clientsmustmaintain
statefor boththe old andnew systemcon gurations,but this canbe donevery ef ciently
by simply keepingthe original con guration andthe changeappliedto it until the reoiga-
nizationis complete.
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8.2 Adjustable Replication

Although the parameterso RUSHg include the maximum numberof replicas, the
replicationfactorscanbe determinedon a perobjectbasis. Practicallyspeakinga client
might useper le metadatao determinethe degreeof replicationof the differentobjects
which composea le in orderto increasereliability for particularly important les or
decreasestoragerequirementdor lessimportant les suchastemporary les. RUSHg
providesexcellentsupportfor adjustableeplicationfactorsbecauseeplicasaredistributed
evenly throughouthe systemjn contrastto a systemthatmight usecertainsetsof seners
for highernumberedreplicas. Assumingthat an object’s key hasno correlationto its
replicationfactor replicasfrom objectswith high andlow degreesof actualreplication
will beevenly spreadhroughouthe system.

Another applicationof adjustableperobject replicationis to reducethe numberof
replicasnecessaryo achieve a givenmeantime to dataloss. If aparticularsener crashes,
we canincreasethe replicationfactor of all the objectswhich are storedon that sener.
Thatway, thewindow of vulnerability (thetime duringwhichthereplicationfactorof some
objectsis decreasedueto a sener failure)is shortenedo thetime it takesto increasehe
replicationfactorfor all of the objectsonthe sener. Sincethatprocesanbe completely
decentralized35], the window of vulnerabilitywill be signi cantly shortenedevenif the
administratoresponsibldor xing thecrashedeneris notableto repairit for alongtime.

More generalerrorcorrectioncodescanbe usedin placeof replicationto save storage
spaceattheexpenseof decreasingmallwrite speed Our previousalgorithm[17] supports
the useof “replica” numbersto label elementsn a stripe by explicitly computingwhich
replicais storedon which particularsener. RUSHr doesnot currentlysupportthis useof
replicationbecauséhereis no way to distinguishreplicasfrom oneanotherhowever, we
expectthatfuture versionsof RUSHg will do so.

8.3 ErasureCodes

Erasurecodesallow a storagedevice to recover from failures. This is achieved by
splitting a pieceof datainto chunksandcalculatinga functionof thosechunks.Theresult
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of that functionis storedalongwith the data,and canbe usedto reconstructatain the
eventof afailure.

As Xin et. al note [35], in very large disk clusters,mirroring or erasurecoding is
essentiato avoid dataloss. Theauthorsalsonotethaterasurecodingcanprovide suf cient
dataprotection: threeway mirroring is not necessaryor multi-petabytestoragedevices.
Thus,analgorithmfor dataplacemenmay needto provide supportfor erasurecoding.

In orderto supporterasurecoding,analgorithmmustensurehatareplicaid is stable
Thatis, it mustensurethatif we storean objectreplicawith somereplicaid r, whenwe
retrieve it, we areguaranteedo getthe samedataback(ratherthandatawhich wasstored
with adifferentreplicaid, but the sameobjectkey).

RUSH- exhibits this behaior, sincethe objectkey andreplicaid are essentiallya
concatenatedey. RUSHg, on the other hand, doesnot exhibit this behaior, because
RUSH takesonly the objectkey asa parameterandreturnsa setof senerids asaresult.
In theeventof areoiganizationtheorderof senersin theresultssetcanpermutejn which
casestability is destryed.

In ary event, it is not clearthat erasurecodingis appropriateat a high level, since
it will causethe client to invoke a readon all of the chunksof an objectin orderto
calculatethe objectsnew checksunbeforethewrite. This is known asthe “Read-Modify-
Write” processandis notoriousfor limiting theperformancef RAID 5 systemsBecause
this activity would take placeover a network, the effect of this processould be severely
exacerbated.
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9. Conclusionsand Futur e Work

In this chapteywe summarizeour work anddiscusdurtherideasandexperimentsve

hopeto explore.

9.1 FutureWork

We have developeda third variant of RUSH called RUSHy which hasa guaranteed
logarithmiclookup time, andis an orderof magnitudefasterthanRUSHr andRUSHg in
practice[18]. Thisalgorithmusesatreebasedsearchto locatethe subclustein which the
anobjectreplicabelongsandthenmapsthe objectto asenerin thereplicausingthesame
functionasRUSHe. RUSHy feature2-competitve reoiganizations.

We also suspectthat there exists a computationallysimple inversion of the RUSH
variantswhichwill allow usto generatelist of objectreplicaswhichresideonaparticular
sener. Thisis usefulduringfailurerecovery.

Anotherissuefor RUSHis theexactprotocolsfor thedistribution of new clustercon g-
urationinformation,andtheir interactionwith the datacommitprotocols.Theseprotocols
will notrequireary globallockson clients, but caremustbe takento ensurethatno race
conditionsexist in the system.

We aredesigninga petabyte-scalstoragesystem(seeFigure3.1),andareplanningto
useRUSHTto distribute datato OSDs.We planto startimplementatiorvery soon.

We are also investigatingthe suitability of RUSHg for distributing metadatato our

metadatasenersto ensurescalabilityandbalancedoad.

9.2 Conclusions

RUSH is a fast, decentralizedamily algorithm for placing and locating replicated
objectsin a scalabledistributedstoragesystem.Datais spreado senersproportionalto
weightsassignedy the systembuilder, andlookupscanbe donein microsecondsy ary
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client of the systemkeepingminimal state. Balancedobjectdistribution is maintainedas
senersareaddedor removed; reoiganizationto presere balancerequiresminimal object
movement.

The useof RUSH to distribute objectsin a petabyte-scalstoragesystemwill allow
the systemto be built over time with minimal disruptionto continueduse. Systemausing
RUSH canincorporatenewn seners,retire old seners,andchangethe fraction of objects
storedon a setof seners, using changingtechnologyto meetchangingdemandon the
system.RUSH alsopermitsthe high-level le systemto useasmuchreplicationis needed
for eachobject,allowing it to dynamicallysetthe numberof replicaskeptfor eachpiece
of data.In summaryRUSHs canprovide fast,decentralize@bjectlookupwhile providing
balancedataplacementn distributedsener clusters.
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