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Abstract 

 

In this paper, we describe the design of our 
architecture for Continuous, Heterogeneous Analysis 

Over Streams, aka CHAOS that combines stream 

processing, approximation techniques, mining, 

complex event processing and visualization. CHAOS, 

with the novel concept of Computational Stream 

Analysis Cube, provides an effective, scalable platform 

for near real time processing of business and 

enterprise streams. We describe our approach with a 

real data center temperature analysis application.  

 

1. Introduction 
 

Enterprises are discovering the benefits of making  

quick decisions in real-time both in enterprise and 

commercial domain, but they find the challenges 

associated with the collection, processing and real-time 

analysis of huge volumes of data stream discouraging. 

To address this problem, we propose the CHAOS 

platform, which takes raw stream readings (sensor or 

other transactional level events), reduces data volumes 

and turns the raw streams into business events, 

enabling manual or rule-based automated actions. 

Architecturally, it combines traditional stream 

processing and management (DSMS) with  

approximation techniques, stream mining (DSM), 

complex event processing (CEP), continuous query 

execution (CQE) and stream visualization.  

In the context of enterprise and commercial  

computing, we believe that there are two fundamental 

challenges with the state of the art streaming analysis 

and complex event processing [1, 4] engines. 

The first challenge is that of scale.  High volumes of 

raw stream data from sensors, EMS alerts, transactions 

etc. put overwhelming requirements on the 

computational resources for real-time processing. On 

top of that, for large enterprise systems, the number of 

business rules required for effective management, 

quickly get out of hand and managing the rules 

themselves becomes a daunting challenge. In such a 

scenario, we believe that the issues of parallelizab ility, 

approximation techniques and learning have to be 

central to the design of a stream analysis  engine. 

The second challenge is that the existing techniques 

in DSMS and CEP systems often are problem specific 

and cover only a small portion of the entire spectrum 

of stream analysis needs. For example, a traditional 

stream processing engine is designed primarily to 

execute continuous queries and would be insufficient  

where higher order analysis is required or rules need to 

be written on higher order events , which is critical for 

decision making over streaming data.  

In addition to the challenges we observe the 

following properties of streams derived from enterprise 

systems, which offer opportunities to meet the 

challenges:  

1. Self-similarity: The data streams may be derived  

from the same underlying d istribution, describing the 

same measurements for individual members which are 

similar in nature (for example, cpu load numbers from 

several cpus in a large system). Such similarity enables 

us to use synopses or approximate processing of 

multip le streams. 

2. Rules over synopses: Analysis over streams can 

be achieved over synopses of the raw data rather than 

the raw stream data itself. An ability to perform higher 

order analysis like learn ing and rules over synopses 

rather than raw streams is critical to achieving 

scalability. We will present an example of this in the 

following text.  

3. Natural Stream Hierarchy: Just like tradit ional 

data, the streaming data can be understood in terms of 

dimensions and measures, wherein the data streams 

form conceptual hierarchies over mult iple dimensions . 

With streaming data, additional dimensions such as 

accuracy and window size are also useful. These 

hierarchies aid with both performance and 

functionality by enabling analysis with OLAP like 

operations. They are also useful in supporting flexib le 

ad-hoc queries which enable human supervision. We 

will see examples and further discussion in the 

following sections.  
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To enable the combined functionality of stream 

processing, stream min ing, complex event processing 

(CEP), continuous query execution (CQE) and stream 

visualizat ion while addressing the issue of scale, we 

propose a conceptual data flow pyramid that is  

illustrated in Figure 1. The conceptual pyramid begins 

from Data Reduction of the raw stream data. However, 

for an appropriate data reduction, we need some  

context of the data being reduced. This  context can be 

in form of the data physical infrastructure, type of data 

(alarms/events or process data etc), past events (history 

etc.). 

The pyramid depicts the order of magnitude 

decrease in the volume of data flows among the 

modules. From a systems standpoint, maintaining a 

data cube for the entire raw stream data is neither 

feasible nor necessary. Instead synopses, which can 

restore the original data approximately, are employed 

to provide a summary with multi-level accuracy of the 

stream data. This gives us the Computational Stream 

Analysis Cube. 

We have extended the OLAP Cube [2, 11] for  

streaming analysis. This data cube forms the core of 

real-t ime streaming analysis and is called the 

Computational Stream Analysis Cube (computational 

cube for short). The proposed computational cube 

provides following important attributes for stream 

processing:  

1. Accuracy hierarchy.  Applications can require 

different levels of approximation of every snapshot of 

the stream data.  

2. Window-based aggregations. On the time  

domain, aggregations over arbitrary window 

constraints are supported for sequential analysis.  

3. Multi-Dimensional data. We also inherit the 

multi-dimensional data cube of tradit ional OLAP.  

Based on the various synopses, Computational 

Cube, from which application-specific p rimary events 

are obtained, can be maintained in an online fashion. 

The Analysis layer then uses DSM or CEP techniques 

to turn those user-defined events into problems that are 

semantically meaningfu l for the application. Pre -

defined and learned Business Rules can now be applied 

to solve the problems by issuing appropriate actions. 

The Visualization & Ad-hoc Stream Query layer is 

used to facilitate end users to control the whole system 

and allows the user to ask intelligent queries instead of 

asking queries to figure out which are the right 

questions to ask. An important requirement for analysis 

pyramid is that the lower a functionality is in the 

pyramid; the more scalable it needs to be. 

We motivate the need for CHAOS with an  

application for monitoring and controlling a data center 

[12] but other applications abound such as flow control 

of RFID-tagged IT assets [5]. The data center 

application is an important problem in the rapidly  

increasing data center space. In a real life data center, 

there are sensors placed at each server to monitor 

temperature. CHAOS is used to detect abnormal 

behavior of sensors, servers, and cooling systems in 

real-t ime. A typical data center has thousands of 

sensors measuring runtime statistics, such that real-

time analysis of this streaming data is non-trivial. In  

addition, the hierarchical nature of the data center 

organization provided the context for techniques that 

preserve the hierarchical information.  

In summary, in this paper, our contribution is four 

fold:  

1. We propose a generic conceptual pyramid for 

multi-dimensional analyses over streams. 

2. We identify the computational cube as the key 

component of an enterprise-level stream processing 

system. 

3. We extend traditional OLAP cube and operations 

in our computational cube to facilitate real-time stream 

analysis. 

4. We provide analysts with visualization  

techniques that aid in quickly finding the data 

distribution, patterns, trends, and anomalies in the large 

data stream. We derived several new visual analytics 

techniques with intelligent visual queries.  

The rest of this paper is organized as follows: 

Section 2 discusses the related work. Sect ion 3 

describes in detail the architecture of CHAOS with the 

help of data center example. Finally, we conclude in 

Section 4.  

 

2. Related Work 
 

Our work is closely related to: (1) multi-

dimensional OLAP processing, (2) stream processing, 

stream mining and CEP, (3) stream cube with tilted  

time window over streams. 

 

Figure 1: Conceptual Pyramid of CHAOS 
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Traditional OLAP [2, 11] is an approach to quickly  

provide answers to analytical queries that are multi-

dimensional in nature. OLAP techniques have been 

proposed in the database community, which allow 

users to “navigate” or “explore” the data at different  

abstraction levels. However, the state-of-the-art OLAP 

technology is insufficient for supporting real-time 

multi-dimensional stream data analysis. 

Stream processing [1, 3] and CEP [4] has become 

increasingly important in modern applications, ranging 

from RFID tracking for supply chain management to 

real-t ime intrusion detection. DSMS systems are tuned 

to process real-time stream data with resource 

constraints. CEP systems demonstrate sophisticated 

capabilit ies for pattern matching.  However, as 

mentioned before having only DSMS and CEP systems 

are not enough for practical stream applications since 

they lack learning Our CHAOS system fills this gap. 

 Stream cube [7] is proposed to extend the OLAP  

idea to data streams with help of the t ilted time 

windows. Compared with stream cube, our 

computational cube has the following differences. (1) 

Although the tilted time window helps reduce the 

footprint of historical stream data with sampling, it  

only provides a single resolution of the stream data. In  

addition, our computational cube employs window 

constraints with arbitrary length and slide to capture 

the user defined granularity. (2) Based on the 

observation of self-similarity of streams, we provide an  

efficient way to reduce the data volume with synopses. 

Our computational cube is based on synopses instead 

of raw data. On the contrary, stream cube is based on 

raw, low level stream data only. (3) Stream cube uses 

the same definit ion of cube operations as traditional 

OLAP, which is not sufficient for sequence analysis for 

complex event processing. Our computational cube 

supports sequences of synopsis over time.  

3. CHAOS Architecture 
 

We explain the architecture of CHAOS with the 

help of data center data [12] application.  

 

3.1. Data Center Architecture 
 

Figure 2 shows a conceptual view of a data center 

layout as a hierarchy of its components and sub-

components. The data center is composed of dynamic 

zones, which are defined during operation based on 

functional objectives [20]. Typically a zone may be 

defined based on certain actuator and its region of 

influence [17]. For example, if a zone is defined as the 

area under the influence of a Computer Room Air 

Conditioning Unit (CRAC) unit, then it takes complex 

nonlinear models and dynamic controls to draw the 

borders of zones in real-time. Each zone has a number 

of racks, which contain the server and storage 

resources. In our data center each rack slot has been 

equipped with temperature sensors at the front and the 

back to read the input and output temperatures of the 

servers [17]. Therefore, in mult i-d imensional analysis 

of this data center the layout and time would constitute 

the two dimensions, and an entity like temperature 

would be a measure. Finally, each and every entity in 

the data center (including racks, servers, sensors and 

CRAC) can be uniquely identified with a hierarchical 

addressing methodology similar to internet IP 

addresses. 

If one were to construct a mult i-dimensional data 

model (i.e. a cube or a cuboid) of the data center, drill-

down and roll-up operations would be conducted over 

the layout and time dimensions for all measures. 

 

Figure 2: Conceptualization of a data center as 

hierarchy of its sub-components (Based on [12]).  

Figure 3: CHAOS platform architecture and its 

interaction with the enterprise applications (e.g. the  

data center application). 
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3.2 CHAOS Architecture for the Data Center 
 

Figure 3 shows our CHAOS plat form and its 

integration with the enterprise applications, specifically  

the data center management applicat ion in this paper. 

When data streams from sensors (for example  

temperature sensors) are read into the input stream 

queues of the CHAOS p latform, the first unit provides 

data reduction functionality. It achieves this goal via a 

combination of data stream processing and 

approximation technique. The important information  

from the repetitive and superfluous sensor readings (or 

other activities) is summarized or significantly  

reducing the data volume to be processed by the 

following units.  

A computational cube is constructed over this 

synopsized data. Via queries complex events are 

observed as summarized events from the 

computational cube and as searches for patterns in the 

form of sequences, semantic correlat ions  and threshold 

violations. While the statistical correlation functions in 

the previous unit measured the linear relationship 

between two random variables (e.g. two temperature 

sensor readings), the semantic correlation compares 

two unrelated event types (e.g. temperature and 

humid ity) to describe a complex event with higher-

level semantics than the original events (e.g. a hot 

water pipe may be broken if both temperature and 

humid ity increase within a 1 minute). The complex 

event is published with a new name (e.g. 

HotWaterPipe_Broken_Event) as a new fact into the 

output event stream. Facts constitute the vocabulary (or 

ontology) the data center termino logy here. 

Business Rules, which are event condition action 

triplets [6] are employed over the events, where the 

conditions are described using the domain ontology 

and combined via Boolean functions (EQUALS, 

GREATER THAN, etc.). Rules provide the binding 

between the events and the business outcomes, which  

are policy-based automated actions.  

Another important component is the visualization  

component that provides a user with visual analytics.  

The underlying engine comprising CHAOS is a Data 

Stream Management System (DSMS). Continuous 

Queries (CQ) that are authored using a Continuous 

Query Language (CQL) at a  query console are 

registered with this unit. CQL can be provided as a 

SQL-extension or a proprietary declarative language. 

These queries provide simple filtering, aggregation, 

statistical correlation as well as more complex anomaly  

and outlier detection functions.  

It is important to note that manual CQL engine and  

visualizat ion engine have access to raw data streams 

whereas the various automated CEP functions are run 

off the synopsized data. This is critical to making  

CHAOS both useful and scalable. 

 

3.3 Data Reduction 
 

We propose a scalable data reduction technique 

called a hierarchical difference tree which is an 

extension of Haar wavelet decomposition [13]. (We 

can prove certain properties about the difference tree 

with regards to its relation with Haar wavelets, but it is 

beyond the scope of this work). The hierarchy  

represents the topology of the application. In the case 

of the data center data, this represents the data center 

architecture presented before. The inlet and outlet 

sensors belong to a server; the server belongs to a rack, 

and so on. The measure for the data center is the 

temperature read ing.  

We need an extension to Haar wavelet  

decomposition since traditional Haar wavelet  

decomposition is applicable only to dyadic intervals. 

This means that the signal must be of length of power 

of two. This is sufficient in general, since the signal 

can be padded with zeros to obtain a signal of length: 

2
i
, i ∈N. This however is not sufficient for data center 

sensor data since a data center can have an arbitrary 

hierarchical structure. To overcome this we created an 

extension of traditional Haar wavelet decomposition 

such that there can be an arbitrary number of nodes at a 

higher resolution.  

A hierarchical d ifference tree is a binary tree based 

structure, where each node computes the weighted 

difference between the average values of a measure for 

its children. The leaves of the difference tree represent 

the n actual sensors. At any instant t, the tree computes 

and reports the top k  difference coefficients. In this 

way we obtain a data reduction from n temperatures 

(from sensors) to k  difference coefficients. We explain  

with the help of an example: 

32 48

40 36 32

37.6

2.94

0 1.26

-5.06

Figure 4: An Example Hierarchical Difference Tree 



Example 1: In Figure 4, we show such a tree with five 

sensors. For the five sensors, with temperatures 32, 48, 

40, 36 and 32 the four wavelet difference coefficients 

are 2.94, 0, 1.26 and -5.06, and 37.6 is the overall 

averaging coefficient. In this, if k=1, the largest 

difference coefficient would be -5.06 and would 

represent the fact that the second sensor has a high 

temperature with respect to others. Since this 

hierarchy is for five sensors, which is not a power of 2, 

traditional Haar wavelet decomposition is not 

sufficient. 

It can be seen in Example 1 that the top k difference 

coefficients indicate the top k anomalous behavior of a 

region as compared to its peers. For example, if a  

sensor temperature is very high compared to its 

neighbor, then the difference coefficient representing 

the node that has the two sensors as its children will be 

high and might be one of top k  coefficients. Similarly, 

if all the temperatures in a rack are h igh then the 

difference coefficient between this rack and the 

neighboring rack will be h igh. This is true for all 

regions represented in the hierarchy.  

This structure is very scalable, since all that is 

required to compute a difference coefficient is the 

averages value of the measure of the two child nodes. 

Every node computes its average and difference and 

pushes the value to the parent node where the averages 

are used to compute the difference and differences 

themselves are used to obtain the top k  coefficients. 

The fact that we use wavelet coefficients, allows us to 

exploit a proven result about the wavelet 

decomposition coefficient [9]: The top k  coefficients 

provide the best k  term approximation under the l2 

norm. Hence our top k coefficients not only represent 

the top anomalous behavior but analogously represent 

the optimal approximation.    

This hierarchical tree can be easily generalized to 

other problems where just as in an OLAP Cube, the 

hierarchy is built on the pre-specified dimensions and 

the measures are rolled up.  

 

3.3.1 Experimental Verification 

In this example, we will start with a simple  

topology for the sensors. Assume you are running a 

Zone which has two racks. The first rack, say R1 has 

three servers, S11, S12, S13 and the second, R2 has two, 

S21, S22. Each server has one sensor. In this, way we 

have five sensors. 

The temperatures of the sensors are around 75
o
 F. 

We will observe what happens as temperatures in a 

sensor or in a zone go up. We obtain the five 

temperatures by adding a white noise with µ = 0, σ =1 

to our average temperature. We obtain: y = {74.60, 

75.69, 75.81, 75.71, 76.29}. We compute a threshold, 

T= σ*3.04, above which we consider a wavelet 

coefficient as an anomaly, where σ is the standard 

deviation of the input signal and is computed as 

median absolute deviation (MAD)/0.6745.  

The wavelet coefficients with y = {74.60, 75.69, 

75.81, 75.71, 76.29} are w = {75.62,-0.31,-0.24,-0.18,-

0.34}. The first value w1=75.60 corresponds to the 

average coefficient, the rest four are the difference 

coefficient. The first difference coefficient w2=-0.31 

corresponds to the top level node, e.g., it compares the 

behavior between R1and R2. The second coefficient  

w3=-0.24 corresponds to the behavior within R1,  

between S11, S12 as one unit and S13 as the other. The 

third coefficient w4=-0.18, corresponds to the behavior 

within R2, i.e., between S21 and S22. The last difference 

coefficient w5=-0.34 corresponds to the difference in  

the behavior between S11 and S12. If we look at the four 

difference coefficients none of them are very large in  

magnitude compared to the others, hence we can say 

that the behavior is not very anomalous. If we compute 

the threshold T, we get, T=0.45. Absolute value of 

none of the coefficients is greater than the threshold, 

again indicating no anomalous behavior. We present 

some further cases: 

1. S22 goes up: Say the temperature of S22 increases 

and we get y = {74.60, 75.69, 75.81, 75.71, 82.2}, we 

get w = {76.80,-1.76,-0.24,-2.05,-0.34} and the 

threshold T=0.45. It is clear that w4 is larger than the 

others and w4 is above the threshold. w4 corresponds to 

R2. w2 is also greater than the threshold indicating that 

either R1 or R2 are behaving anomalously. 

2. S13 goes up: Say the temperature of S13 increases 

a lot and we get y = {74.60, 75.69, 90.9, 75.71, 76.29}, 

we get w = {78.64,2.15,-5.75,-0.18,-0.34} and the 

threshold T=2.61. It is clear that w3 is much larger than 

the others and |w3| above the threshold.  

3. Rack R2 goes up: Assume that the rack R2 heats 

up and we get y = {74.60, 75.69, 75.81, 92.71, 93.29}, 

we get w = {82.42,-8.64,-0.24,-0.18,-0.34} and the 

threshold T=5.91. It is clear that w2, which corresponds 

to R1 and R2, is much larger than the others and greater 

than the threshold. 

 

3.4 Computational Cube of Synopsis 
 

The concept of data cube [2, 11] was introduced to 

facilitate mult i-d imensional, multi-level analysis of 

large data sets in the OLAP system. We here follow the 

OLAP definit ion of dimensional attributes, measure 

attributes and aggregate functions and extend them for 

the computation cube. Beyond commonly used 

categorical dimensions like OLAP, two additional 

virtual dimensions, accuracy and window, are used as 

default dimensions for data streams. The measure 

attributes are defined in the context of computational 



cube using synopses or typical aggregate functions 

over synopses. 

The accuracy dimension is introduced for 

approximate processing of streams. Recall that the data 

reduction provides the top k coefficients in a 

hierarchical tree. The larger k used, the more accuracy  

is achieved. Since the set of top k  coefficients is always 

a subset of top k+i (i∈N) coefficients, a conceptual 

hierarchy can be defined on accuracy dimension, 

which enables the roll-up/drill-down operation on 

accuracy. 

In order to discretize the time domain, we adopt the 

idea of minimal interest time unit and approximate raw 

timestamps to that unit by rounding. This time unit is 

application-oriented will be used as the basis for 

aggregations over windows in the time domain. We 

treat window constraints in our computational cube as 

a first class citizen by supporting user defined window 

sizes and sliding steps. Our window model can be 

sliding, hopping and landmark. User defined windows 

with various sizes and sliding steps naturally fo rm the 

window hierarchy. This hierarchy is generic, which  

extends the commonly used time hierarchy in OLAP 

(from second, to minute, and to hours and so on). We 

explain this with the help of an example.  

 

Example 2: In case of data center sensor data assume 

that there are 100 sensors that report every t seconds. 

In terms of OLAP this implies that there is one 

dimension, the topology and one measure, the sensor 

temperature. Now, for the hierarchical difference tree, 

set k=10.  This means every 30 seconds, the 

hierarchical tree will push out a list of top 10 

coefficients along with their regions. We have thus 

reduced the data by 10%. These coefficients along with 

the regions they represent form the computational 

cube. The new measure is the coefficient value and the 

dimensions will be region and two additional 

dimensions of time unit and accuracy.  The regions 

inherit the hierarchy from underlying sensor data 

topology. The time unit can be rolled up into a 

hierarchy of windows. Similarly, for accuracy, the 

largest and the second largest coefficient can be 

aggregated into top two coefficients and so on.  In this 

way, a computational cube is obtained. 

 

Materializing only a reasonable fraction of the 

cuboids in the computational cube is necessary to 

allow efficient on-line computation of analysis queries. 

Partial materializat ion of data cubes has been studied 

for OLAP [8, 10]. With the concern of both memory  

and real-time response requirement, materializing  

computational cube poses more challenging issues than 

OLAP. In order to design an efficient and scalable 

computational cube, we maintain the fo llowing  

conditions: 

1. On-demand computation. Since the application  

may involve lots of ad-hoc stream queries, unless 

necessary, a cuboid will not be computed and 

materialized. 

2. Synopses-based approximation. The data 

reduction plays the key role to translate high-volume 

streams into synopses with flexib le accuracy. The raw 

stream data should be accessed as little  as possible.  

3. Workload sensitive computation. Window and 

accuracy hierarchies largely determine the computation 

cost to materialize a cuboid. Small windows and low 

accuracy would be used when facing fast streams.  

 

3.5 Analysis and Business Rules 
 

To close the semantic gaps between the automated 

business actions and the low-level data processing 

results, we employ business rules in Chaos 

architecture. Organizations can describe their policies 

as a set of rules. Rules are event-condition-action 

(ECA) triples that try to replicate regular English 

sentences in terms of expressivity (It is not that both 

English and ECA trip lets have the same expressibility) 

e.g. "if X1 and X2 happen then do Y". X and Y represent 

the real data and functional b indings, which can be 

entries in an XML file, class variables  and functions, 

tuples in a database or (in our case) a tuple in a stream. 

At a higher semantic level these bindings are called  

facts and set of facts in a business domain are referred  

to as a business vocabulary or ontology. At run-time a 

rule engine makes data bindings for both conditions 

and actions and fires the rule set to create a context. 

Rules can be chained, priorit ized, or hierarchically  

organized.  

In our data center example rules will accept  

complex events as conditions and turn them into 

automated actions based on predefined business 

specific ru les [18] [19].  For example: 

1. Malfunction of a sensor: If a sensor enters the 

top-k list for temperature from the data reduction step 

and there is no change in the workload then it is 

possible that the sensor has gone bad. If the 

Computational Cube shows this trend over time then a 

Business Rule could indicate that the sensor has gone 

bad. The rules for CEP here could be, workload  

accumulat ion increases x, with sensor reading 

increases above y, then the sensor is out-of-order-

possible. A sensor marked as out-of-order possible 

with normal neighbors will be listed as out-of-order-

sensors.  Other rules may also be applied here, for 

sensor reading is in the top-k list, then it is marked out-

of-order-possible [22]. 



 

 

 

 

 

 

 

 

 

 

 

 

 

 

2. Overload/overheating of a server: If a  

sensor/region temperature enters the top-k list and 

continues to stay there with increasing values for 

coefficients over time then the server is overheating. 

This information can be obtained by a continuous 

query over the computational cube and a Business Rule 

could easily be written to issue an alert for such a 

scenario [17]. 

3. Uneven air flow/CRAC unit not working : From 

physical deployment, we know the behavior of 

neighbor sensors with regular air flow and workload.  

The Business Rule in such a case would correlate the 

temperature and topology of the region [21]. 

In the case of the data center data, the business rules 

and analysis can be written over the computational 

cube obtained by the data reduction using hierarchical 

difference trees. 

 

3.6 Visualization 
 

One purpose of CHAOS is to be able to catch the 

system problems in real-time to reveal the cause of 

anomalies and to help take immediate action before the 

problems consume too many resources. Visual 

analytics techniques can lead to immediate insight in  

complex phenomena, interesting patterns, or the 

detection of outliers. To visualize large complex 

enterprise application data stream, such as visual 

analytics of data center sensor data, we have derived  

new visualization techniques  to provide the following  

technical solutions: 

Visualizing the Data Center Sensor Temperature 

Data: For displaying high speed data center data in a 

single view, we use a new h igh-resolution cell-base 

time series with anomaly detections [13, 14], and such 

visualizat ion takes place over the computational cube 

which offers multiple resolutions over dimensions 

including time. For receiv ing high-speed data, we use 

variable resolution density displays, the size of the cell 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

decreases as more data is read to allow users to get the 

entire performance data in a single v iew [15].  

As illustrated in Figure 5, we layout the entire data 

center racks, sensors and time series in a single view to 

catch the overheated racks from a large multi-

dimensional (e.g., sensors T1, T2, T3…) data stream. 

The x-axis contains 100 rack names. The y-axis is the 

measurement time (from hours 11 to 13 on 10/15) at 1-

minute intervals. Each hour contains a 60 time series 

(0-59 minute). The color represents the sensor 

temperature. The time series is arranged from bottom 

to top, and left to right. From Figure 5, analysts are 

able to recognize quickly that the data center was fairly  

hot in the hour 12 (most orange and some red), 

especially on the rack EB1307 in a dashed black circle.   

Visual Correlation Query for Problem Discovery:  

To make large volumes of datasets easy to explore and 

interpret, in addition to the layered drill-down and 

zoom, we allow intelligent visual analytics queries [16] 

to be performed by the user. Analysts can rubber band 

an interesting area to do further analysis . Visual 

correlation query performs the correlation mining  

using Pearson correlation coefficient and presents the 

results in a tooltip (Figure 5). The tooltip illustrates the 

selected attribute (e.g., sensor T5 temperature in a 

black line) will be compared automatically with the 

other attributes (i.e ., the temperatures of sensors T2 in  

a blue line, T3 in a green line) in the same time period. 

Analysts are able to quickly identify whether two  

temperature reading changes are at the same pace.  If 

they are at the same pace, then these two sensors have 

a similar air flow or workload, such as sensor T5 and 

T2.  If they are not at the same pace, such as T5 and 

T3, the temperatures of T3 (green line) have the 

opposite correlation to those of T5. From these factors, 

the analyst is able to take immediate act ion to adjust 

the sensor T2 and T3 temperatures on the rack 

EB1307.  

 

Figure 5: Sensor temperature visualization and intelligent correlation query  
within a rack, x-axis: rack names; y-axis: time, color: sensor temperature. 
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3.7 Ad-hoc Query Processing 
 

At any time, the CHAOS system maintains certain  

cuboids selected from the computational cube over 

incoming data streams. User application can issue new 

ad-hoc stream queries over the raw data stream, stream 

synopses at varied accuracy level, and aggregated 

windows.  

CHAOS will incorporate user ad-hoc stream queries 

with current cube query plan. Searching through the 

cube plan, a suitable computational path from the 

materialized cuboids in the virtual cube will be located. 

After the rewrit ing of the ad-hoc query plan, it is 

eventually evaluated. Query results and log files can be 

accessed by end user afterwards.  

4. Conclusion and Future Work 
 

In this work, we have proposed architecture for the 

purpose of continuous analytics over streams. The 

streams are first synopsized and a computational cube 

is constructed on the synopsis. This extends the 

traditional OLAP cube with two additional dimensions 

of window and accuracy. Complex Event Processing is 

performed over events derived from the computational 

cube. Finally, the engine permits for continuous 

queries and visualization over streams.  

Our future goal for the data center architecture is  to 

track the conceptual drifts in facts of the hierarchical 

data center design. For the overall engine, we will be 

working on new ways for synopsis construction and 

creating a framework for ru les over the computational 

cube.  We also aim to create a Sequence Cube that will 

allow for OLAP like operations for sequences over 

streams. 
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